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Abstract	

At this project three different Convolutional Neural Netwroks for the hand-written 
single-digit image recognition problem of the MNIST dataset (LeCun et al., 2010) are 
proposed.  

Two different implementations take place in order to discern the effect of data 
augmentation on each model’s classification power: (1) training on pre-processed training 
data set, (2) training on pre-processed and augmented training data set. An additional training 
dataset of “augmented” images with an artificially increased sample size of 84,000 images is 
generated. With a stochastic gradient descent optimization method and a categorical cross 
entropy loss function each model is compiled and then trained with the number of training 
epochs and the size of batches set to 10 and 200 respectively.  

The performance of each model on the test set is based on the provided score of 
Kaggle’s public leaderboard. Based on that score the most efficient CNN is proven to be CNN 
Model 1: “32CL3-32CL3-MPL2-DL0.25-64CL3-64CL3-MPL2-DL0.25-FCL128-DL0.5-
FCL10”, achieving a 99.029% performance score when trained on the initial input data and a 
corresponding 99.114% when trained on the augmented data. An additional weighted 
Majority Rule Ensemble Classifier is implemented, combining the classification power of all 
the proposed CNN Models, achieving a  99.286% performance score at Kaggle’s public 
leaderboard (top 11%). 
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	1																																																																									
Introduction	

Convolutional Neural Network (CNN) is a state-of-the-art deep learning technique in image 
recognition. A variety of different CNN implementations have focused on recognizing a 
single object in a queried image (He et al., 2015, Krizhevsky et al., 2012, LeCun et al., 2010), 
with best practices in single digit recognition of the MNIST dataset achieving less than 1% 
error rate. State-of-the-art mixed CNN techniques achieve an error rate between 0.4% and 
0.2% at the MNIST test set (Benenson, 2016).  

In a nutshell, CNN's can be viewed as multi-layer neural networks, consisting of a sequential 
number of stacked layers. A typical CNN consists of one or more Convolutional Layers, with 
a down-sampling layer (Pooling Layer), followed by one or more Fully-Connected Layers. 
Additional layers may take place such as a Dropout, Rectification and Normalisation Layers. 
From the raw pixel images as input data a CNN results in class scores, based on which the 
final classification is made. This architecture of a CNN in image recognition makes the 
assumption that the input data is images expressed at a two-dimensional structure. That is, 
CNN can extract core features of an image through local connections and tied weights, 
reducing the amount of parameters in the network. 
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	2																																																																						
Data	Exploration																																																																													

MNIST Dataset 
The MNIST Dataset (LeCun et al., 2010) consists of scanned hand-written single-digit 

images available from the National Institute of Standards and Technology (NIST), where each 
image is a 28x28 pixel square (784 pixels total) depicting a single digit (0 to 9) (Figure 1). 
Each pixel has an integer single pixel-value associated with it (ranging between 0 and 255), 
indicating the lightness or darkness of that pixel, with higher numbers meaning darker.  

There are two available datasets : the training (‘train.csv’), and the test (‘test.csv’) data 
set. In the former, 42,000 images are available to train and evaluate the in-sample 
performance of the proposed algorithms, whereas in the latter 28,000 images are available to 
test its out-of-sample performance and classification power. Both the training and the test data 
sets have 784 columns containing the pixel-values of the associated image. An additional 
column in the training set is available, representing the class value (digit) that was drawn by 
the user.  

 
Figure 1. MNIST training input images 

In Figure 2, the frequency of each image class value (digit) in the training data set is 
presented. Although there is an inconsistent number of images per digit in this data set, the 
relative number of occurrences per class appears to be comparable. Therefore, the training 
MNIST data set is not an imbalanced one and problems of under/over sampling do not have to 
be taken into consideration. 
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Figure 2. Frequency of each digit image in the training dataset 

The feature matrix of 784 columns (Figure 3) containing the pixel-values (ranging 
between 0 and 255) of the associated image, is appeared to be sparse. That is, for each image 
the great majority of pixels are 0’s and few pixels underline a lot of information and thus there 
is an imperative need to normalise data values of each pixel in order reduce the bias of feature 
with larger variance.  

 
Figure 3. Sample of MNIST training feature matrix  

 
 

Label Pixel	0 Pixel	1 … Pixel	122 Pixel	123 … Pixel	427 Pixel	428 … Pixel	782 Pixel	783
1 0 0 0 0 0 0 0 0
0 0 0 18 30 254 254 0 0
1 0 0 0 0 0 0 0 0
4 0 0 0 0 0 0 0 0

…
			
			
			
	

5 0 0 0 0 0 61 0 0
3 0 0 136 147 0 0 0 0
8 0 0 0 0 0 0 0 0
3 0 0 101 222 0 0 0 0
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	3																																																																												
Data	Preprocessing	

3.1 Data	Preprocessing	

The implementation of the CNN models takes place by using the Keras package. In 
Keras, the layers used for two-dimensional convolutions expect pixel values with the 
dimensions [pixels][width][height] (Chollet, 2016). Since the input images are 28x28 pixel 
squares, an additional pixel (or depth) dimension needs to be included. In the case of MNIST 
the pixel values are gray scale, and therefore the pixel dimension is set to 1 resulting in a 
[1×28×28] structure outline. After reshaping the input image structure outline into [1×28×28] 
dimensions, the data values of each pixel are normalized to the range [0,1] inclusive, in order 
reduce the bias of feature with larger variance.  

As far as the class labels of training dataset is concerned, they are represented as a 
single array underlying the class value of each image. At a latter stage will be presented that a 
categorical_crossentropy loss function will be used at the models compilation stage. 
When using categorical_crossentropy as a loss function in Keras, the targets (class 
labels) should be in categorical format (Chollet, 2016). Therefore, the 1-dimensional array of 
the class labels is converted into a 10-dimensional class array for each image label 
(keras.utils.np_utils.to_categorical). For instance, for an image with a 
corresponding class label of “6”, a 10-dimensional array is created as following: 
[0,0,0,0,0,0,1,0,0,0]. 

3.2 Data	Augmentation	

The training images are ‘augmented’ through a number of random transformations 
(keras.preprocessing.image.ImageDataGenerator) in order to prevent overfitting. 
That is, the CNN model is trained on different digit images enhancing its generalization 
power on new data and thus its final accuracy. More specifically, before the model’s training 
stage, the input data images are randomly zoomed (zoom_range), vertically and/or 
horizontally shifted (width_shift	and height_shift), by at most 10% as a fraction of the 
images’ total width and height, and whitened (zca_whitening). The goal of whitening is to 
reduce the redundancy in the matrix of pixel images and therefore highlight better the image’s 
features to the learning algorithm. In other words, the learning algorithms see a training input 
where the features are less correlated with each other and have the same variance. By using 
ZCA whitening, the dimension of the data is not reduced (unlike PCA whitening)  (Shi et al., 
2016). In Figure 4 some randomly augmented images are presented. 
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After randomly augmenting the data, the learning algorithms are trained on an 
artificially increased sample size of 67,200 images and validated on 16,800 validation images 
(after a random split of the initial train dataset into training (80% of initial sample size) and 
validation (20% of initial sample size) datasets). At this point it is mentioned that due to 
computational power and time limitations, for each input image of the training dataset one 
new image was randomly generated through the previously mentioned procedure. Better 
results are expected for an increased number of newly ‘augmented’ images at this stage, since 
the learning algorithms will have the opportunity to be trained on a sufficiently larger input 
dataset. 

 

Figure 4. MNIST training input images after data augmentation
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	4																																																																						
Model	Architecture	

A typical CNN consists of a sequential number of stacked hidden layers, where each 
layer “transforms one volume of activations to another through a differentiable function” 
(Vrtovec et al.). The basic types of hidden layers that were used to implement different 
CNN’s can be summarized as following: 

• Convolutional Layers (CL), which perform feature extraction from the input images 
resulting in feature maps, through a set of learnable filters (kernels) the size of which 
give rise to the locally connected structure.   

• Rectification Layers (RL), which apply non-linearities and rectify the values out of the 
Convolutional Layers so that they keep being consistent with pixels (LAB, 2017). The 
rectified linear units (ReLU) is chosen as the rectification layer, since the ‘ReLU’ is 
proven to be best suited for image classification (Jarrett et al., 2009). 

• Pooling Layers (PL), which reduce the feature dimensions after Convolutional Layers 
and thus reduce the amount of parameters and computation in the CNN.  Two widely 
used procedures to reduce the spatial size of the input features are “average” and 
“max” pooling, which keep the mean and maximum value of the feature maps 
respectively. The max pooling method was chosen to perform a downsampling ‘max’ 
operation along the spatial dimensions (width, height) of the input feature map coming 
from the CL, since it provides slightly better results than the average pooling method. 

• Dropout Layers (D), which randomly exclude a fraction of the input neurons in order 
to reduce overfitting by using a dropout operation. Dropout is a stochastic 
regularization approach that is shown to improve significantly the performance of a 
CNN (Hinton et al., 2012). 

• Fully-Connected Layers (FCL), which classify the input image into various classes. 
An FCL can be considered as a Multi Layer Perceptron, where all neurons in 
successive layers are fully connected. 

(Jarrett et al., 2009) state that, a very effective architecture consists of at least two 
successive convolution, pooling and rectification steps for feature extraction. Therefore, 
different CNN models are generated, regarding the number of stacked layers and other 
dimensions (e.g. convolution windows size, number of layers and kernels, etc.) trying to 
capture the ones that will provide the best accuracy of a CNN model in the single digit image 
processing of the MNIST dataset.  

Due to the purpose of this project, the hyperparameters of each network were selected 
from a ‘try-and-see’ procedure as well as by combining the ones used in state-of-the-art 
models with (Benenson, 2016, Jarrett et al., 2009). At this point it is mentioned that in order 
to improve even more the efficiency of the models there is an imperative need to optimize the 
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architecture and/or hyperparameters of the CNN. Below the three most efficient models in 
terms of classification accuracy are presented.  

4.1 CNN	Model	1	

In Figure 5 the architecture of the CNN Model 1: ‘32CL3-32CL3-MPL2-DL0.25-
64CL3-64CL3-MPL2-DL0.25-FCL128-DL0.5-FCL10’ is presented. More specifically, at this 
sequential model the stacked layers that were created are presented below: 

i. CL1-32CL3: The first convolutional layer 
(Conv2D(filters=32,kernel_size=(
3,3),input_shape=(1,28,28),activ
ation='relu')) filters the input 
grayscale images with a structure outline of 
[1×28×28]. The layer has 32 feature maps, 
with each kernel of a size of 3×3 and a 
rectifier activation function, resulting in a 
[32x28x28] volume. 

ii. CL2-32CL3: Next an additional 
convolutional layer is defined (Conv2D 
(filters=32, kernel_size= (3,3), 
activation='relu')). The layer has 32 
feature maps, each of which with a size of 
3×3×32 and a rectifier activation function, 
resulting in a [32×26×26] volume. 

iii. PL1-MPL2: Next a  Max Pooling Layer, 
with a pool size of 2×2, performs a 
downsampling ‘max’ operation along the 
spatial dimensions (width, height), resulting 
in a [32×13×13] volume (MaxPooling2D 
(pool_size=(2,2)) ). 

iv. D1-DL0.25: The next  regularization layer 

(Dropout(0.25)) randomly excludes 
25% of neurons in order to reduce 
overfitting by using a dropout operation.  

v. CL3-64CL3 : The third convolutional layer filters the down-sampled [32×14×14] 
feature maps with 64 kernels of size 32×3×3 and a rectifier activation function, resulting 
in a [64×11×11] volume (Conv2D(filters=64, kernel_size= (3,3), 
activation='relu')). 

vi. CL4-64CL3 : The fourth convolutional layer has 64 feature maps, each of which with a 
size of 64×3×3 and a rectifier activation function, resulting in a [64×9×9] volume 
(Conv2D(filters=64, kernel_size= (3,3), activation='relu')). 

vii. PL2-MPL2: The second  Max Pooling Layer, performs a downsampling operation by 
applying 2×2 non-overlapping max pooling, resulting in a [64×4×4] volume 
(MaxPooling2D(pool_size=(2,2)) ). 

viii. D2-DL0.25: The second regularization layer (Dropout(0.25)) randomly excludes 
25% of neurons in the layer. 

ix. FC1- FCL128: Next is a layer that converts the 2D matrix data to a vector called Flatten 
(Flatten()). It allows the output to be processed by standard fully connected layers. 

	

Input	(28x28)	

Convolutional	Layer	CL1	(3x3)	

32	features	
(28x28)	

32	features	
(26x26)	

…	

…	

Convolutional	Layer	CL2	(3x3)	

32	features	
(13x13)	

Pooling	Layer	PL1	(2x2)	

…	

64	features	
(11x11)	

Convolutional	Layer	CL3	(3x3)	

…	

Convolutional	Layer	CL4	(3x3)	
…	64	features	

(9x9)	

Dropout	Layer	D1	(0.25)	
32	features	
(13x13)	

Pooling	Layer	PL2	(2x2)	
64	features	
(4X4)	

…	
Dropout	Layer	D2	(0.25)	

64	features	
(4X4)	

Fully	Connected	Layer	FCL1	
	

128	hidden	
units	

Dropout	Layer	D3	(0.5)	
128	hidden	
units	
	

Fully	Connected	Layer	FCL2	
	

10	hidden	
units	

Figure 5. CNN-Model 1 Architecture 
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Next a fully connected layer with 128 neurons and rectifier activation function 
(Dense(128, activation= 'relu')) is defined. 

x. D3-DL0.5: The third regularization layer excludes 50% of neurons in the layer in order 
to prevent the model from overfitting (Dropout(0.5)). 

xi. FC2- FCL10: The final visible fully-connected output layer has 10 neurons for the 10 
classes and a softmax activation function to output probability-like predictions for each 
class (Dense(10, activation='softmax')). 

4.2 CNN	Model	2	

 The second CNN model consists of a lower number of convolutional layers with a 
higher kernel size and a more ‘aggressive’  dropout operation in comparison to CNN Model 1. 
In Figure 6 the architecture of the sequential CNN Model 2: ‘32CL5-MPL2-DL0.5-32CL5-
MPL2-DL0.5-FCL1024- FCL256-FCL10’ is presented, where: 

i. CL1-32CL5: The first convolutional layer 
(Conv2D(filters=32,kernel_size=(5,
5),input_shape=(1,28,28),activatio
n='relu')) filters the input grayscale images 
with a structure outline of [1×28×28]. The 
layer has 32 feature maps, with each kernel of 
a size of 5×5 and a rectifier activation 
function, resulting in a [32x24x24] volume.  

ii. PL1-MPL2: Next a  Max Pooling Layer, with 
a pool size of 2×2, performs a downsampling 
‘max’ operation along the spatial dimensions 
(width, height), resulting in a [32×12×12] 
volume (MaxPooling2D(pool_size= 
(2,2))). 

iii. D1-DL0.5: The next  regularization layer 
(Dropout(0.5)) randomly excludes 50% of 
neurons in order to reduce overfitting by using 
a dropout operation. 

iv. CL2-32CL5 : The second convolutional layer 
filters the down-sampled [32×12×12] feature 
maps  with 32  kernels of size 32×5×5   and   a  

rectifier activation function, resulting in a [32×8×8] volume (Conv2D(filters=64,   
kernel_size=(3,3), activation='relu')). 

v. PL2-MPL2: The second  Max Pooling Layer, performs a downsampling operation by 
applying 2×2 non-overlapping max pooling, resulting in a [32×4×4] volume 
(MaxPooling2D(pool_size=(2,2))). 

vi. D2-DL0.5: The second regularization layer (Dropout(0.5)) randomly excludes 50% 
of neurons in the layer. 

vii. FC1- FCL1024 After converting the 2D matrix data to a vector through a Flatten Layer 
(Flatten()), a fully connected layer with 1024 neurons and rectifier activation 
function (Dense(1024, activation= 'relu')) is defined. 

	

Input	(28x28)	

Convolutional	Layer	CL1	(5x5)	

32	features	
(24x24)	

…	

32	features	
(12x12)	

Pooling	Layer	PL1	(2x2)	

…	

32	features	
(8x8)	

Convolutional	Layer	CL3	(5x5)	

…	

Dropout	Layer	D1	(0.5)	
32	features	
(12x12)	

Pooling	Layer	PL2	(2x2)	
32	features	
(4X4)	

…	
Dropout	Layer	D2	(0.5)	

32	features	
(4X4)	

Fully	Connected	Layer	FCL1	
	

1024	hidden	
units	

256	hidden	
units	
	

Fully	Connected	Layer	FCL3	
	

10	hidden	
units	

Fully	Connected	Layer	FCL2	
	

Figure 6. CNN-Model 2 Architecture 



4.	Model	Architecture	 	 CNN	Model	3	

12 

viii. FC2- FCL256: Next a fully connected layer with 256 neurons and rectifier activation 
function (Dense(256, activation= 'relu')) is created. 

ix. FC3- FCL10: The final visible fully-connected output layer has 10 neurons for the 10 
classes and a softmax activation function to output probability-like predictions for each 
class (Dense(10, activation='softmax')). 

4.3 CNN	Model	3	

The third CNN model consists of a higher number of stacked convolutional layers, and 
a corresponding number of feature maps filtered per layer, compared to the previously 
presented CNN models. In Figure 7 the architecture of the sequential CNN Model 3: ‘64CL3-
64CL3-MPL2-DL0.25-128CL3-128CL3-MPL2-DL0.25-256CL3-256CL3-256CL3-256CL3-
MPL2-DL0.25-FCL4096-FCL10’ is presented, where: 

 
           Figure 7. CNN-Model 3 Architecture  

	 	

Fully	Connected	Layer	FCL1	

	

4096	hidden	

units	

Fully	Connected	Layer	FCL2	

	

10	hidden	

units	

256	features	

(7x7)	
Convolutional	Layer	CL7	(3x3)	

Convolutional	Layer	CL8	(3x3)	

256	features	

(7x7)	

Pooling	Layer	PL3	(2x2)	

256	features	

(3X3)	

…	

Dropout	Layer	D3	(0.25)	

256	features	

(3X3)	

…	

…	

	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

	
	
	

	
	
	
	

	

	
	
	

	
	

	
	

	
	

	
	

Input	(28x28)	

Convolutional	Layer	CL1	(3x3)	

64	features	
(28x28)	

64	features	
(28x28)	

…	

Convolutional	Layer	CL2	(3x3)	

64	features	
(14x14)	

Pooling	Layer	PL1	(2x2)	

…	

128	features	
(14x14)	

Convolutional	Layer	CL3	(3x3)	

Convolutional	Layer	CL4	(3x3)	

128	features	
(14x14)	

Dropout	Layer	D1	(0.25)	
64	features	
(14x14)	

Pooling	Layer	PL2	(2x2)	
128	features	
(7X7)	

…	
Dropout	Layer	D2	(0.25)	

128	features	
(7X7)	

256	features	
(7x7)	

Convolutional	Layer	CL5	(3x3)	

Convolutional	Layer	CL6	(3x3)	
256	features	
(7x7)	

…	

…	

…	

…	

…	

i. CL1-64CL3: The first convolutional layer 
(Conv2D(filters=64,kernel_size=(3,
3),input_shape=(1,28,28),activati
on='relu')) filters the input grayscale 
images with a structure outline of [1×28×28]. 
The layer has 64 feature maps, with each 
kernel of a size of 3×3, and a rectifier 
activation function, resulting in a [64x28x28] 
volume. 

ii. CL2-64CL3: The second convolutional layer 
(Conv2D (filters=32, kernel_size= 
(3,3), activation= 'relu')) has 64 
feature maps, each of which with a size of 
64×3×3and a rectifier activation function, 
resulting in a [64×28×28] volume. 

iii.PL1-MPL2: Next a  Max Pooling Layer, with 
a pool size of 2×2, performs a downsampling 
operation along the spatial dimensions (width, 
height), resulting in a [64×14×14] volume 
(MaxPooling2D (pool_size= (2,2))). 

iv. D1-DL0.25: Next a regularization Dropout 
layer (Dropout(0.25)) randomly excludes 
25% of neurons to prevent overfitting. 

v. CL4,CL5-128CL3 : The third and fourth 
stacked convolutional layers filter the down-
sampled [64×14×14] and [128×14×14] 
feature maps respectively. With 128 kernels 
of corresponding size 64×3×3 and 128×3×3, 
as well as a rectifier activation function, they 
both result in a [128×14×14] volume 
(Conv2D(filters=128,kernel_size=  
(3,3), activation='relu')). 
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vi. PL2-MPL2: The second  Max Pooling Layer, performs a downsampling operation by 
applying 2×2 non-overlapping max pooling, resulting in a [128×7×7] volume 
(MaxPooling2D(pool_size=(2,2)) ). 

vii. D2-DL0.25: The second regularization layer (Dropout(0.25)) randomly excludes 
25% of neurons in the layer. 

viii. CL5,CL6,CL7,CL8-128CL3 : Next four stacked convolutional layers (Conv2D 
(filters=256, kernel_size= (3,3), activation= 'relu')) are defined 
each of which having 256 feature maps, kernel size of 256×3×3 and a rectifier 
activation function, resulting in a [256×7×7] volume.  

ix. PL3-MPL2: The third  Max Pooling Layer, performs a downsampling operation by 
applying 2×2 non-overlapping max pooling, resulting in a [256×3×3] volume 
(MaxPooling2D(pool_size=(2,2))). 

x. D3-DL0.25: The third regularization layer (Dropout(0.25)) randomly excludes 25% 
of neurons in the layer. 

xi. FC1- FCL4096: After converting the 2D matrix data to a vector through a Flatten Layer 
(Flatten()), a fully connected layer with 4096 neurons and rectifier activation 
function (Dense(1024, activation= 'relu')) is defined. 

xii. FC2- FCL10: The final visible fully-connected output layer has 10 neurons for the 10 
classes and a softmax activation function to output probability-like predictions for each 
class (Dense(10, activation='softmax')). 

4.4 Model	Implementation	

A stochastic gradient descent is chosen as the optimization method with a categorical 
cross entropy loss in order to compile each model (compile(loss= 
'categorical_crossentropy’,optimizer='adam',metrics= ['accuracy'])). 
More specifically ‘Adam’ optimizer is used, which is an algorithm for first-order gradient-
based optimization of stochastic objective functions, based on adaptive estimates of lower-
order moments (Kingma and Ba, 2014).The parameters of the optimizer are set equal to the 
ones proposed in the original paper (lr=0.001, beta_1=0.9, beta_2=0.999, 
epsilon=1e-08, decay=0.0) (Kingma and Ba, 2014). In addition, ‘categorical 
cross-entropy’ was used as the loss function, since it is the most common criterion for 
single digit classification that measures the error at the corresponding output layer with the 
‘softmax’ activation function (De Boer et al., 2005). 

The initial train dataset is randomly split into training and validation data sets with 
proportions 80% and 20% respectively. Each of the previously presented CNN Models is 
trained on the training data set (model_2_new.fit(training_images, training_ 
labels, epochs=10, batch_size=200)), with the number of training epochs (number 
of times model passes through the whole training dataset) and the size of batches (number of 
inputs to evaluate on the network at once) set to 10 and 200 respectively. At this point it is 
mentioned that two different implementations have taken place in order to discern the effect 
of data augmentation on each model’s classification power: (1) training on pre-processed 
training data set, (2) training on pre-processed and augmented training data set. 
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	5																																																																				
Model	Evaluation	

After the training stage, each model is evaluated both on the validation data set 
(capturing each model’s in-sample performance) and on the test data set (capturing each 
model’s out-of-sample performance). The performance of each model on the test set is based 
on the provided score of Kaggle’s public leaderboard (after submitting each model’s predicted 
classes for the test set images), whereas the ‘accuracy’ as well as other metrics are computed 
to validate each model’s in-sample performance. 

More specifically, each model is validated with and without data augmentation by 
computing the performance metrics of Precision (Positive Predicted Value - ratio of correctly 
predicted digits out of the total predicted digits of the corresponding class), Recall (True 
Positive Rate – ratio of correctly predicted digits out of the total actual digits of the 
corresponding class) and F1-Score (equally weighted harmonic mean of Precision and Recall 
metrics) for each class (digit) independently in addition to each model’s overall accuracy on 
the validation data set, with Support indicating the number of occurrences of each digit on the 
validation data set. Moreover, the confusion matrix is computed depicting not only the 
number of in/correctly classified digits but also the classes that are mistakenly confused 
between each other by each model.  

5.1 CNN	Model	1	

The CNN Model 1: ‘32CL3-32CL3-MPL2-DL0.25-64CL3-64CL3-MPL2-DL0.25-
FCL128-DL0.5-FCL10’ achieves a 99.14% accuracy on the validation data set without data 
augmentation, whereas a 98.53% when initial images are augmented. In addition, it achieves a 
99.029% performance score at Kaggle’s public leaderboard on the test set when trained on 
the initial input data and a corresponding 99.114% when trained on the augmented data. As 
expected, data augmentation enhanced the network’s classification power and efficiency. 

 
Table 1. Classification Reports of CNN Model 1 

Precision Recall F1-Score Support Precision Recall F1-Score Support
0 1 1 1 821 1 0.99 0.99 1692
1 0.99 0.99 0.99 962 1 0.98 0.99 1899
2 0.99 1 0.99 829 0.98 0.98 0.98 1643
3 0.99 0.99 0.99 864 0.99 0.99 0.99 1741
4 0.99 0.99 0.99 856 0.98 0.99 0.99 1580
5 1 0.99 0.99 729 0.99 0.98 0.99 1512
6 0.99 1 1 839 0.99 0.99 0.99 1684
7 0.99 0.99 0.99 873 0.99 0.98 0.98 1753
8 0.99 0.99 0.99 793 0.96 0.99 0.97 1616
9 0.99 0.98 0.98 834 0.98 0.98 0.98 1680

Class	(Digit) Unaugmented		Data Augmented		Data
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The model with unaugmented training data, when predicts a class value of “0” or “5” 
then ≈100% of times this prediction is precise and correct (Precision, Table 1), whereas 99% 
the predicted digit is correct for all other classes. Moreover, this model can identify and 
correctly classify all digits that belong to classes “0”, “2” and “6” in the validation set (≈100% 
Recall rate of those classes, Table 1). On the other hand, the model with additional augmented 
training images, when predicts a class value of “0” or “1” then ≈100% of times this prediction 
is precise and can also identify all digits included in the validation data set 98% - 99% of 
times (Recall, Table 1). However, predictions of class value “8” is 96% precise, compared to 
99% when the model was trained on unaugmented data.  

Therefore, although overall data augmentation is shown to enhance the model’s 
classification power and predictive accuracy, some classes might be negatively affected. From 
the confusion matrix (Table 2) at the corresponding column of predicted class “8” of 
“Augmented Data”, someone can obtain that images predicted as an “8” digit can be confused 
with all other available class labels, except 7. One possible explanation is that during the 
randomly augmentation of the data, some operations might cause a feature distortion that 
resulted in this confusion (possibly an aggressive 10% zoom_in or a zca_whitening 
transformation of an input image). 

 
Table 2. Confusion Matrices of CNN Model 1 

From the confusion matrix (Table 2) someone can obtain that digits “1”-“2”-“7” and 
“4”-“9”,  are mistakenly confused between each other, which is expected since those digits 
are similar and therefore the mistakenly classified images can be attributed to users’ 
handwriting style. Furthermore, when the model is trained on augmented data, predicted class 
values of  “7”, “8” and “9” are the least precise. 

5.2 CNN	Model	2	

The CNN Model 2: ‘32CL5-MPL2-DL0.5-32CL5-MPL2-DL0.5-FCL1024- FCL256-
FCL10’ achieves a 98.79% accuracy on the validation data set without data augmentation and 
a 97.95% with additional augmented training images. In Kaggle’s public leaderboard it is 
evaluated with a 98.957% performance score on the test set when trained on the initial input 
data and a corresponding 98.929% when trained on the additional augmented data.  

Although the classification efficiency of this model is adequate enough compared to other 
state-of-the-art techniques, it does not outperform CNN Model 1. The more “aggressive” 
dropout operation that takes place (50% of neurons are randomly excluded instead of 25% in 
CNN Model 1) might exclude important feature and be a possible explanation, since the 

0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9
0 818 0 0 0 0 0 2 0 0 1 1673 0 1 0 0 1 7 0 8 2
1 0 955 0 1 0 0 0 5 1 0 0 1869 9 3 2 1 0 5 9 1
2 0 1 825 0 0 0 0 1 0 2 0 2 1615 5 0 0 3 9 9 0
3 0 0 1 858 0 2 0 0 3 0 0 0 6 1722 0 3 0 1 7 2
4 0 1 0 0 850 0 1 0 0 4 2 0 0 0 1557 0 3 1 5 12
5 0 0 0 5 0 722 1 0 1 0 0 0 0 9 0 1489 4 0 8 2
6 1 0 0 0 0 0 836 0 2 0 0 0 1 0 4 5 1667 0 7 0
7 0 3 5 2 0 0 0 863 0 0 1 1 9 1 4 4 0 1726 0 7
8 2 0 1 0 2 1 1 1 782 3 1 0 2 2 3 1 5 1 1596 5
9 1 0 0 1 5 0 0 4 4 819 2 1 0 3 11 3 1 9 10 1640

Unaugmented		Data
Predicted	Class	Label Predicted	Class	Label

Augmented		Data
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increased kernel size of 5×5 is proven to work as well as the 3×3 that was used in the 
Convolutional Layers in CNN Model 1 (LeCun, 2015). 
The model with unaugmented training data, when predicts a class value of “1” or “3” then 
≈100% of times this prediction is precise and correct (Precision, Table 3), whereas 98%-99% 
predictions for all other classes are precise. Moreover, this model can identify and correctly 
classify all digits that belong to class “0” in the validation set and on average 99% of digits 
that belong to all other classes (Recall, Table 3). On the other hand, predictions of the model 
with additional augmented training images, are 97% - 99% of times precise and correctly 
identify the actual class label of the respective image.  

 
Table 3. Classification Reports of CNN Model 2 

From the confusion matrix (Table 4) someone can obtain that again similar digits such 
as “1”-“2”-“7” and “4”-“7”-“9”,  are mistakenly confused between each other. Furthermore, 
when the model is trained on augmented data, predicted class values of  “0”-“3”-“5”-“6”-“8” 
are confused between each other. Since all those digits have a circular component, a possible 
explanation of this incorrect classification can be attributed both to the random data 
augmentation and to the architecture of the CNN model. When compared to the architecture 
of the CNN Model 1, where additional Convolutional Layers and a “softer” Dropout 
operation take place, the architecture of this CNN model fails to extract additional core 
features that will give the opportunity to correctly classify more images on the validation data 
set. 

 
Table 4. Confusion Matrices of CNN Model 2 

5.3 CNN	Model	3	

The CNN Model 3: ‘64CL3-64CL3-MPL2-DL0.25-128CL3-128CL3-MPL2-DL0.25-
256CL3-256CL3-256CL3-256CL3-MPL2-DL0.25-FCL4096-FCL10’ achieves a 99.02% 

Precision Recall F1-Score Support Precision Recall F1-Score Support
0 0.98 1 0.99 821 0.99 0.99 0.99 1692
1 1 0.99 1 962 0.99 0.98 0.99 1899
2 0.99 0.99 0.99 829 0.97 0.98 0.97 1643
3 1 0.98 0.99 864 0.98 0.98 0.98 1741
4 0.99 0.98 0.99 856 0.99 0.97 0.98 1580
5 0.99 0.98 0.99 729 0.99 0.97 0.98 1512
6 0.99 0.99 0.99 839 0.98 0.99 0.99 1684
7 0.98 0.99 0.99 873 0.98 0.97 0.98 1753
8 0.99 0.99 0.99 793 0.97 0.98 0.98 1616
9 0.98 0.97 0.98 834 0.96 0.98 0.97 1680

Class	(Digit) Unaugmented		Data Augmented		Data

0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9
0 820 0 0 0 0 0 0 0 0 1 1670 0 1 0 0 2 10 0 6 3
1 1 957 0 0 0 0 0 4 0 0 0 1870 17 1 3 0 0 6 1 1
2 2 0 817 0 0 0 1 6 1 2 1 7 1613 4 0 1 6 7 4 0
3 1 0 5 846 0 6 0 1 3 2 0 1 17 1702 0 5 2 3 9 2
4 1 3 1 0 843 0 3 0 1 4 2 2 2 0 1537 0 3 4 2 28
5 3 0 0 1 0 718 5 0 0 2 1 3 0 20 0 1465 5 0 13 5
6 2 1 0 1 0 0 834 0 1 0 6 0 0 0 1 4 1667 0 6 0
7 0 0 2 1 0 0 0 867 1 2 1 4 17 0 3 3 0 1705 0 20
8 4 0 1 0 1 1 0 0 785 1 3 3 1 5 2 2 5 6 1582 7
9 3 0 1 1 6 2 0 5 4 812 2 1 2 6 8 3 0 9 4 1645

Unaugmented		Data Augmented		Data
Predicted	Class	Label Predicted	Class	Label
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accuracy on the validation data set without data augmentation, whereas a 97.79% with 
additional augmented training images. In Kaggle’s public leaderboard it is evaluated with a 
98.80% performance score on the test set when trained on the initial input data and a 
corresponding 98.60% when trained on the additional augmented data. The relatively low 
performnace of the CNN Model 3 when trained on the dataset with additional augmented 
images can be attributed to the low number of epochs used to train the model, that did not 
give the opportunity to the optimiser to converge. It is expected that the CNN Model 3 will 
obtain a higher accuracy, once trained for a higher number of epochs. 

 
Table 5. Classification Reports of CNN Model 3 

The model with unaugmented training data, when predicts a class value of “1” or “3” 
then ≈100% of times this prediction is precise and correct (Precision, Table 5), whereas 99% 
predictions for all other classes are precise except of class “9” with a 97% precision. 
Moreover, this model can identify and correctly classify all digits that belong to class “6” in 
the validation set and on average 99% of digits that belong to all other classes (Recall, Table 
5). On the other hand, predictions of the model with additional augmented training images, 
are 96% - 99% of times precise and correctly identify the actual class label of the respective 
image, with digits “3” and “9” being the classes that the model incorrectly classified 
predictions with different actual ones.  

 
Table 6. Confusion Matrices of CNN Model 3 

From the confusion matrix (Table 6) someone can obtain that digits “2”-“7”, “3”-“5”-
“8” and “4”-“9”,  are mistakenly confused between each other for the same potential reasons 
with the ones explained in the previous CNN Models. However, this model can correctly 
identify and not confuse digits “1” and “2” between each other as both of the previous CNN 
Models did. Furthermore, when the model is trained on augmented data, predicted class 
values of “2”-“7”, “4”-“9” and “0”-“3”-“5”-“6”-“8” are confused between each other. Since 
all those digits are similar, the incorrect classification might be due to the random data 

Precision Recall F1-Score Support Precision Recall F1-Score Support
0 0.99 0.99 0.99 821 0.98 0.99 0.98 0.99
1 1 0.99 0.99 962 0.99 0.99 0.99 0.99
2 0.99 0.99 0.99 829 0.97 0.98 0.97 0.98
3 1 0.99 0.99 864 0.99 0.96 0.99 0.96
4 0.99 0.99 0.99 856 0.97 0.98 0.97 0.98
5 0.99 0.99 0.99 729 0.98 0.97 0.98 0.97
6 0.99 1 0.99 839 0.97 0.99 0.97 0.99
7 0.99 0.99 0.99 873 0.96 0.99 0.96 0.99
8 0.99 0.98 0.98 793 0.97 0.97 0.97 0.97
9 0.97 0.99 0.98 834 0.98 0.96 0.98 0.96

Class	(Digit) Unaugmented		Data Augmented		Data

0 1 2 3 4 5 6 7 8 9 0 1 2 3 4 5 6 7 8 9
0 814 0 0 0 0 0 4 0 0 3 1678 0 1 2 0 1 10 0 0 0
1 0 953 1 1 1 0 0 2 2 2 1 1871 10 1 1 0 2 8 3 2
2 2 1 823 0 0 0 0 0 1 2 3 5 1616 0 0 0 0 13 6 0
3 0 0 2 852 0 7 0 0 3 0 4 0 20 1671 0 10 1 16 15 4
4 0 0 0 0 845 0 1 0 0 10 2 3 5 0 1548 0 9 3 1 9
5 0 0 0 1 0 723 3 0 2 0 5 0 0 7 1 1472 11 3 9 4
6 0 0 0 1 1 0 837 0 0 0 2 0 3 0 2 2 1675 0 0 0
7 0 1 4 0 0 0 0 868 0 0 0 2 12 0 2 1 0 1731 1 4
8 2 1 1 0 1 0 4 0 777 7 5 2 4 5 7 12 14 5 1560 2
9 1 0 0 0 3 1 0 3 0 826 5 3 0 1 29 9 1 19 6 1607

Predicted	Class	Label Predicted	Class	Label
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augmentation (i.e. ineffective zooming), apart from the low number of epochs that did not 
give the opportunity to the optimiser to converge. 

5.4 Ensemble	Majority	Vote	Classification	

After evaluating the three best CNN’s (with/without data augmentation), an equally 
weighted Majority Rule Ensemble Classifier is implemented. Since each model is proven to 
have different values on each class evaluation metrics, a combination of their predictive 
power is expected to balance out their individual weaknesses. 

After training each model individually and having the predicted class labels (digits) on 
the test set, the ensemble classifier combines conceptually the predictions of all models and 
use a majority vote rule in order to assign the final predicted class label for each image on the 
test set. More specifically, for each image on the test set, the majority vote (maximum 
occurrence) of the predicted class labels of all models is selected and assigned as the final 
class (digit) of the respective image. In case of ties, the predicted class of the best individual 
model in terms of out-of-sample performance (Kaggle score), i.e. CNN Model 1 with data 
augmentation, is selected as the final class label (digit) of the corresponding image. 

The Ensemble Majority Vote Classifier is evaluated on the test data set and achieves a  
99.286% performance score at Kaggle’s public leaderboard (top 11%), confirming the initial 
assumption that a combination of the predictions of all different CNN’s implementations will 
outperform their corresponding individual classification power. 
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	6																																																																							
Summary	-	Next	steps	

The best individual performance on the test set was achieved by the CNN Model 1:  
“32CL3-32CL3-MPL2-DL0.25-64CL3-64CL3-MPL2-DL0.25-FCL128-DL0.5-FCL10” when 
trained on the dataset with additional augmented images, with a 99.114% score of Kaggle’s 
public leaderboard. The Majority Rule Ensemble Classifier achieved a  99.286% performance 
score (Position 179 /1576, Last updated: 22/04/2017) by combining the classification power 
of all the proposed CNN Models. The proposed techniques for Data Augmentation proved to 
enhance the CNN generalization power and classification accuracy on new data.  

Both in sample and out-of-sample performance of the  presented CNN’s are expected 
to increase, if the networks are trained on a higher number of epochs and with an increased set 
of augmented images. That is, each CNN  model will have the opportunity to pass through the 
entire training dataset more times and also be trained on a sufficiently larger input dataset, 
enhancing its classification power on new data and thus its final accuracy. The number of 
used epochs to train each model should be optimised and not arbitrary increased in order to 
prevent overfitting. 

In addition,  in order to improve even more the efficiency of the proposed models 
there is an imperative need to optimize the architecture and/or hyperparameters of the CNN 
(e.g convolution windows size, number of layers and kernels, etc.) for each model arhitecture. 
A Bayesian optimisation method is a powerful technique to optimise a model’s architecture 
and is proven to achieve state-of-the-art results (Bergstra et al., 2013, Bergstra et al., 2011, 
Hutter et al., 2011).  
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