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Abstract	

Given the success of Netflix, a data-driven entertainment company, which decided to bid 
more than a hundred million U.S. dollars to win the rights for the first two seasons of ‘House 
of Cards’ relying in large part on its algorithms, one might conclude that data can indeed 
predict a blockbuster. However, Netflix had a unique access to invaluable information 
generated by millions of its consumers, something that is not available even in the most 
detailed movie industry report. Thus, the real question stands as follows: ‘Can Open Data 
predict a blockbuster?’ 
The overall aim of this report is to answer precisely this question and to develop a 
comprehensive model that will be able to predict local box-office receipts of any movie 
screened in the United States prior to its official release date using only publically available 
information.  
Most of the movie data is acquired using several Application Programming Interfaces as well 
as through screen scraping of two specialized open data sources: The International Movie 
Database and The Numbers. Some auxiliary information is also extracted from Box Office 
Mojo and Fxtop websites. This data is then used to engineer multiple important movie 
features that are responsible for the variation in box-office receipts of different movies.  
The prediction task is approached both as a classification, with four classes representing 
different box-office ranges, and as a regression problem. Depending on the actual needs, the 
two models can prove to have certain advantages over each other. The former approach can 
be used to determine if a given movie is going to be a blockbuster or, possibly, a box office 
bomb; whereas the latter will help to make the actual prediction. Thus, Ensemble Stacked 
Classification (ESCM) and Ensemble Stacked Regression (ESRM) two-level models are 
generated. These models represent two separate variations of meta ensembling technique, 
which allows to combine individual predictive power of the first-level models and use it 
within the second-level model to make final predictions.  
The ESCM consists of an Artificial Neural Network, a Support Vector Machine and a 
Random Forest at its first level and Logistic Regression at the second level; whereas the 
ESRM has an Artificial Neural Network and a Support Vector Regressor with a Gaussian 
kernel at the first level and another Artificial Neural Network at the second level. 
The proposed classification model achieves accuracy of 65%, outperforming the random 
classifier by 160%, whereas the regression model results into box-office receipts being 
predicted with the Root Mean Squared Error of $ 29,988,856. Moreover, it appears that the 
efficiency of the two models can be combined, if they are used simultaneously. 
Aimed at enhancing the predictive accuracy of the proposed models, separate analysis is 
implemented using additional data extracted from Twitter. Controlling for several newly 
engineered popularity measures of actors and directors allows the new classification model to 
correctly classify 69.5% of movies. The analysis of the power of data extracted from one of 
the most popular social networks is presented in Appendix A. 
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	1																																																					
Introduction	

The ultimate aim of this project is to develop a comprehensive model in order to 
predict local box-office receipts of any given movie screened in the United States prior to its 
official release date. One shall note that this project focuses only on prediction rather than 
inference. The main analysis presented in this report can be divided into two major phases.  

The first phase corresponds to data acquisition and feature engineering. Data is 
collected using mainly two open data sources: IMDb (IMDb, 2017) and The Numbers (The-
numbers.com, 2017). Additional data is acquired from Box Office Mojo (Boxofficemojo, 
2017) and Fxtop (Fxtop.com, 2017). Collection process involves use of several Application 
Programming Interfaces as well as screen scraping. Multiple important variables are then 
engineered to explain variation in box-office receipts. Next, data pre-processing takes place. It 
includes checking for potential outliers, multicollinearity and functional form 
misspecifications, as well as imputation of missing values and rescaling of the regressors. The 
first phase is concluded with the principal component analysis in order to reduce 
dimensionality of the problem. 

The second phase represents actual modelling. The problem is approached both as a 
regression and as a classification, with four classes representing different box office ranges. 
Separate stacked ensemble is developed for each of the two approaches. These complex 
ensembles, in turn, consist of multiple different individual models, which are selected from a 
wide range of delicately tuned competing algorithms, ranging from Regularised Linear 
Models to Decision Trees.  

This report contains an additional phase presented in Appendix A. The purpose of the 
third phase is to separately demonstrate the power of Twitter (Twitter.com, 2017) data by 
replicating the analysis presented in the first two phases using additional information 
collected from one of the most popular social networks. 
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	2																																																																										
Data	Acquisition	&	Feature	

Engineering	

2.1 Outline	

All data used in the main analysis is extracted using APIs and screen scraping 
algorithms. Although IMDb and The Numbers databases are the major sources of data, two 
supplementary sources, namely Box Office Mojo and Fxtop, proved to contain useful 
information as well. 

2.2 Movie	Data	

U.S.	Box	Office	Receipts	

This is the target variable. Box office data is extracted using The Numbers database. The 
decision to focus analysis on the U.S. market is based purely on the availability of data. Since 
the most comprehensive worldwide movie databases are based in the United States, they tend 
to contain particularly reliable and arguably complete local box office information about 
movies screened within the country. Unfortunately, non-U.S. box-office data is reported 
significantly less often, and even then it usually represents some incomplete estimates of the 
true picture. 

Average	Yearly	Ticket	Price	in	the	U.S.	

This variable is used in order to control for inflation as well as accessibility of cinemas in a 
given year. For example, same nominal Box-Office Gross values in years X and X+50 would 
represent completely different levels of success. Average yearly ticket prices are extracted 
from the Box Office Mojo. 

Production	Budget	

Production budget is extracted to represent the theoretical upper bound for the quality of a 
given movie. Usually it is not possible to produce a blockbuster without investing sufficient 
resources into production. For example, the higher the budget – the more realistic special 
effects can be used. 



2.	Data	Acquisition	&	Feature	Engineering	 	 Movie	Data	

8 

Historic	Exchange	Rate	

Since production budget is often reported in a local currency, historical exchange rates have to 
be extracted from Fxtop in order to convert foreign movies’ budgets into USD based on the 
corresponding historic annual exchange rates. 

Genre	

Controlling for movie genres allows to capture the fact that some of them are more popular 
than others, implying significantly higher size of the potential audience and, consequently, 
higher potential Box-Office Receipts for the most popular ones. Overall, there are twenty-two 
different basic movie genres that have to be controlled for (Figure 1). 

 
Figure 1. Number of movies per pure genre 

Often, movies belong to more than one genre; thus, different combinations have to be 
considered as well. However, instead of creating a separate dummy for each genre 
combination, resulting in thousands of dummies, a different approach is implemented.  
First, one hundred of the most frequent genre combinations are determined. Next, only thirty 
most (Figure 2) as well as thirty least (Figure 3) successful, as measured by the U.S. Box-
Office Receipts, of those one hundred are selected. Finally, corresponding dummy variables 
are created in order to be included into the model. 
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Figure 2. Distribution of Box-Office Receipts of movies in 30 most successful genre combinations 

 

 
Figure 3. Box-Office Receipts of movies in 30 least successful genre combinations 

Country	of	Origin	

Extracting a given movie’s country of origin allows to capture certain country-specific effects. 
For example, one may consider the fact that some countries are famous for particularly good 
movies. As a result, movies produced there will attract more viewers. Since movies are often 
produced by collaborations of countries, this variable is treated similarly to the Genre feature, 
using the identical procedure. Figures 4 and 5 present the distribution of Box-Office Receipts 
of movies produced by the most and least successful country collaborations respectively. 
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Figure 4. Distribution of Box-Office Receipts of movies in 30 most successful country combinations 

 
Figure 5. Distribution of Box-Office Receipts of movies in 30 least successful country combinations 

Keywords	

Keywords can represent important features of a given movie’s plot, which, in turn, has 
significant effect on the Box-Office Gross. Since originally millions of various unique 
keyword phrases are extracted into the dataset, text mining has to be implemented in order to 
determine which of those are the most important predictors of the variable of interest.  
First, each of the twenty-two pure genres is treated as a separate document that comprises all 
the keywords that have ever appeared in movies of the corresponding genre. These documents 
together represent the corpus of keywords. Next, term frequency – inverse document 
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frequency (tf− idf) weights are calculated in order to determine the relative importance of 
keywords, using the following formula (Ramos, 2003, Aizawa, 2003): 

𝑡𝑓 − 𝑖𝑑𝑓!,! = 𝑡𝑓!,! ∙  𝑖𝑑𝑓!                                                       (1) 

where : 

− 𝑡𝑓!,! =  !!,!
!!,!!!!" 

 :  the term frequency of a given keyword 𝑡 in a given document 𝑑 as 

the frequency of that keyword in the document, 𝑓!,!, divided by the total length of the 
document, 𝑓!,!!!!" . 

− 𝑖𝑑𝑓! = log !
!!

 : the inverse document frequency of keyword 𝑡 as the logarithm of the 
total number of documents in the corpus, 𝑁, divided by the number of documents 
containing that keyword, 𝑛!. 

As one may observe, the importance increases proportionally to the number of times a 
keyword appears in the document but is offset by the frequency of that keyword in the overall 
corpus.  
One hundred most important keywords (Figure 6) are then identified by considering the ones 
with the highest average tf− idf weight across all the documents, given by: 

𝑡𝑓 − 𝚤𝑑𝑓! =
𝑡𝑓 − 𝑖𝑑𝑓!,!!

!!!

𝑁                                             (2) 

Furthermore, word2vec model is implemented in order to identify two semantically similar 
phrases for each of the most important keywords (Mikolov et al., 2013, Goldberg and Levy, 
2014). For instance, word2vec model identifies that ‘blood splatter’ and ‘chase’ keywords 
have similar semantic meaning to the keyword ‘blood’. Thus, movies with these elements in 
their plot are treated as if their plots contain the keyword ‘blood’ itself. 

 
Figure 6. Sample of 25 most important keywords based on the average tf-idf values across all the documents 
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Duration	

Duration serves as an experimental proxy for the complexity of a given movie. Movies are 
segregated into three different types: short (1 – 80 minutes), medium (81 – 130 minutes) and 
long (longer than 131 minutes). 

Age	Restrictions	

This variable allows to control for the size of the potential audience of a given movie. For 
example, movies with the ‘NC-17: No One 17 and Under Permitted’ restriction can only be 
screened for the audience of adults, which is inherently smaller than the potential audience of 
movies rated as, for example, ‘G: General Audiences. All Ages Admitted’.  
Movies are split into five age categories: ‘G’ (‘A’, ‘AA’, ‘E’, ‘U’ and ‘Not Rated’ restriction 
labels), ‘PG’ (‘GP’ restriction label), ‘PG-13’ (‘12’ and ‘12A’ restriction labels), ‘R’ (‘15’ 
restriction label) and ‘NC-17’ (‘18’, ‘X’, ‘Rejected’ and ‘Banned’ restriction labels). 
Corresponding dummy variables are created. 

Release	Date	

Day of the week on which the official premiere of a given movie takes place could be an 
important driver of its Box-Office Receipts. For example, Cabral and Natividad (2016) argue 
that future demand for any movie is driven by its success during the opening weekend. Since 
people are more likely to attend the premiere when it takes place not on the weekday, a 
dummy variable indicating if the opening day is set to Friday or Weekend is created. 

Number	of	Trailers	

Number of trailers is extracted for each movie in order to serve as a measure of publicity 
efforts used to market any given movie. Trailers and teasers are produced in order to attract 
wider audience through presenting some most noteworthy parts of a movie. Publishing more 
such material allows to keep the audience tuned and conscious of the upcoming movie. 

Movie	Posters	

Images of movie posters are extracted for each movie in an attempt to quantify 
‘attractiveness’ of any given movie poster by applying facial recognition algorithms and 
identifying number of people depicted on it. The rationale behind such approach is that people 
are more likely to watch a movie if its poster depicts more leading actors, since they are more 
likely to recognise familiar faces on it. 

Production	Studios	

Initially, names of studios involved in the production process are extracted for each movie. 
One may then capture any given production studio’s past success by considering average U.S. 
Box-Office Receipts of all of its movies produced prior to a certain date. Finally, one may 
also calculate average past success of any group of studios involved in movie production. 
Figure 7 demonstrates how the average production studios’ past success value is calculated 
for ‘Shutter Island’ (2010) movie. 
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Figure 7. Calculating Production Studios Average Box Office of ‘Shutter Island’  

2.3 Actors	&	Directors	

For each movie, names of leading actors and directors are extracted. These are then used in 
order to capture two different human capital aspects: experience and success. Although actors 
and directors are considered separately from each other, the underlying methodology is 
identical. Thus, only the analysis of movie actors is presented below, which is sufficient for 
the understanding of all the human-related variables used throughout the main analysis. 

2.3.1 Experience	

Number	of	Movies	
Actual professional experience of a given actor corresponds to the number of movies in which 
this actor participated prior to some specific date.  However, usually movies feature more than 
one actor. Thus, average experience of all leading actors is calculated for each movie. Figure 
8 represents an example of such calculations. 
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Figure 8. Calculating Average Experience of Leading Actors of ‘Shutter Island’  

Entropy	
Entropy of actors’ experience, allows to measure diversity of the 𝑛 leading actors of a given 
movie 𝑋 in terms of their professional experience. It is calculated as follows: 

𝐻 𝑋 =  
Experience!
Experience!!

!!!

!

!!!

 × ln
Experience!
Experience!!

!!!
                             (1) 

Career	Momentum	
Apart from the previously explained absolute measures of experience, it is also important to 
capture recent career trend of the leading actors. First, the incremental number of movies that 
he participated in during the last three-year period as compared to the previous such period is 
calculated for each actor.  Next, the mean career momentum is calculated for each movie by 
taking the average of the individual trends of the leading actors (Table 1). 
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Table 1. Calculating Average Career Momentum of ‘Shutter Island’  

 

2.3.2 Success	

This is a group of variables that aims to quantify successfulness of the leading actors of a 
given movie. For each movie, the average number of different awards that the leading actors 
were awarded prior to the corresponding movie release date is calculated.  
Due to their different relative importance, awards are split into three types: The Oscars, 
Golden Globes and all other awards. Moreover, actual award wins, nominations and 2nd or 
3rd places are considered as separate levels of these three award types. This results in the total 
of seven actor-related awards-specific variables, allowing the model itself to determine 
appropriate weights for all the different types. Table 2 demonstrates how the actor-related 
variables are calculated for ‘Shutter Island’ (2010) movie.   

Table 2. Calculating Average Actors’ Awards of ‘Shutter Island’  

 

2.4 Feature	Summary	

Table 3 contains all the movie characteristics extracted or engineered during the first phase of 
the project that are eventually used for modelling in the next phase. 

Table 3. Summary of the acquired features 

 

 

Actor 2007 – 2009 2004 – 2006 Momentum

Leonardo DiCaprio 2 3 -1
Emily Mortimer 7 5 2

Mark Ruffalo 7 6 1
Average 5.33 4.67 0.67

Shutter Island (2010)

Wins Nom. Wins Nom. Wins Places Nom.
Leonardo DiCaprio 0 3 1 6 34 10 75

Emily Mortimer 0 0 0 0 4 1 11
Mark Ruffalo 0 0 0 0 2 5 15

Average 0 1 0.3 2 13.3 5.3 33.7

Leading Actors’ Awards

Actor Oscars Golden Globes Other

U.S. Box Office Production Budget

Genre Age Restriction
Duration Country of Origin

Keywords Actors’ (Directors’) Awards
Number of Trailers Actors’ (Directors’) Career Momentum

Number of Faces on the Poster Actors’ (Directors’) Experience & Entropy

The Numbers

IMDb

Box Office Mojo
Average Yearly Ticket Price
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	3																																																																										
Data	Preprocessing	

After the final dataset of 11,128 movies with 306 features is acquired, data preprocessing is 
implemented in order to improve quality and power of the open movie data. 

Outlier Detection 

First, Median Absolute Deviation (MAD) based outlier detection is used to identify movies 
with potentially extreme Box Office values. As a result, all movies with Box-Office Receipts 
higher than $ 320,000,000 are omited (Figure 9). 

 
Figure 9. Distribution of Box Office with the MAD-based detected outliers (red) 

Multicollinearity & Functional Form Misspecification 

Next, the Variance Inflation Factor (VIF) of each feature is calculated to account for any 
potential multicollinearity problems among the regressors. Variables with VIF higher than 10 
are further inspected in order to exclude one or more highly correlated ones. 
Moreover, all explanatory variables are examined for functional form misspecifications and 
any required transformations take place. For instance, Production Budget is log-transformed 
since it appears to have a right-skewed distribution (Figure 10). 
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Figure 10. Logarithm transformation of the highly right skewed Production Budget variable 

Imputation of Missing Values & Rescaling 

Figure 11 depicts the number of missing values per every initial movie characteristic. Age 
Restriction, Production Budget and Average Production Studios’ Box Office missing values 
are imputed sequentially based on different Random Forest classifiers (Table 4). Continuous 
Production Budget and Average Production Studios’ Box Office variables are binned into 
several classes, where the average value of the predicted class is then assigned to each movie. 
Movies with missing Keywords and Country of Origin values, are excluded from the dataset. 
Finally, the remaining features that contain missing values are filled with the corresponding 
average values of the existing observations.  

 
Figure 11. Number of missing values per movie characteristic 
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Table 4. Tuned Hyperparameters of Random Forest classifiers used to impute missing values 

 

The complete movie dataset is randomly split into training and test sets, representing 80% and 
20% of the initial sample size respectively. All regressors are then standardized based on the 
resulted training set. 

Dimensionality Reduction 

Principal Component Analysis is implemented in order to reduce the effect of the curse of 
dimensionality. The first 150 linear combinations of the original features that accounted for 
99.5% of the explained variance are selected to be used for the upcoming predictive 
modelling (Figure 12).  

 
Figure 12: The first 150 principal components are responsible for 99.5% of the explained variance in the target 

variable 

n_estimators max_depth criterion
Age	Restrictions 290 26 Gini 60.88%
Budget 230 24 Gini 59.39%
Avg.	Production	
Studios'	Box	Office 320 17 Entropy 52.44%

Parameter
Tuned	Hyperparameters	of	Random	Forest	Classifiers

Accuracy	Feature
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	4																																																																										
Predictive	Modelling	

U.S. Box Office prediction task is approached both as a classification and as a regression 
problem. Depending on the actual task at hand, the two models can prove to have certain 
advantages over each other. The former approach is particularly well suited for the cases 
when the actual value is not of particular interest and it is the type, for example, if a given 
movie is a box office bomb or a blockbuster, that matters. 

4.1 Classification	

All movies from the final dataset are categorised by their Box-Office Receipts into four 
different classes: (a) below $1,000,000, (b) between $1,000,000 and $10,000,000, (c) between 
$10,000,000 and $100,000,000 and (d) above $100,000,000. 

4.1.1 Oversampling	

Initially, it appears that the newly formed classes are highly unbalanced. Thus, the Synthetic 
Minority Oversampling Technique (SMOTE) is implemented to even out number of 
observations across all classes (Figure 13) by generating “synthetic” movie examples “along 
the line segments joining any or all of the k minority class nearest neighbours” (Chawla et al., 
2002). This robust technique allows carving broader decision regions by operating in “feature 
space”, resulting in improved performance of the classifiers depicted in Figure 14. 
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Figure 13. Number of movies in Box-Office classes from the initial (blue) and the oversampled (green) training movie 

datasets 

4.1.2 Individual	Classifiers	

Multiple individual classifiers are generated and separately tuned both for hyper-parameters 
and for architecture, if needed (Appendix B). Their in-sample performance from a 10-Fold 
Cross-Validation (CV), with and without oversampling of the minority classes, is presented in 
Figure 14. 

 
Figure 14. Distribution of classification accuracy of individual classifiers from a 10-fold cross-validation with and 

without over-sampling 

4.1.3 Ensemble	Stacked	Classification	Model	

Aimed at broadening the solution space of the problem and combining the classification 
power of the aforementioned individual classifiers, an Ensemble Stacked Classification Model 
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(ESCM) is generated as presented in Figure 15 (Seni and Elder, 2010, Seewald, 2003, Wang 
et al., 2011, Himmetoglu, 2016). 

 
Figure 15. Ensemble Stacked Classification Model’s Framework 

The first level of the ESCM consists of an Artificial Neural Network (ANN), a Support 
Vector Machine (SVM) and a Random Forest Classifier (RF) that are used to make out-of-
sample predictions based on the oversampled training dataset. This process involves dividing 
the oversampled training dataset, X!",!"# ! !"#

! , into five folds. For each fold 𝐹! and first-level 
classifier 𝐶!, an out-of-sample prediction is obtained using the rest of the folds. For instance, 
the out-of-sample predictions of 𝐹! fold from the 𝐶! classifier (ANN), 𝑦!!

!!, are collected after 
training the classifier on the 𝐹!,𝐹!,𝐹! and 𝐹! folds (Figure 16) (Himmetoglu, 2016). Next, the 
new training dataset, X!",!"# ! !

! , that comprises first-level predictions, is used by the second-
level model, Logistic Regression, in order to make the actual classification. 

 
Figure 16. Stacking out-of-sample predictions per fold and classifier at the first level of the ESCM 

After predicted classes of all the movies are acquired, the ESCM performs Locality Sensitive 
Hashing (LHS). It predicts Box-Office Receipts of each movie based on the average value of 
its five approximate nearest neighbours within the corresponding predicted class from the 
training dataset, controlling for the curse of dimensionality (Buhler, 2001, Datar et al., 2004, 
Slaney and Casey, 2008). 
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4.2 Regression	

4.2.1 Individual	Regression	Models	

Initially, a wide range of individually tuned machine learning regression models is generated 
(Appendix C). Next, several meta-algorithms, such as bootstrap aggregation and boosting, are 
used in order to decrease their variance and bias. Figure 17 represents the in-sample 
performance of the aforementioned models based on the resulting Root Mean Squared Error 
(RMSE) from a 10-fold cross validation. 

 
Figure 17. Distribution of RMSE of the individual regression models from a 10-fold cross-validation 

4.2.2 Ensemble	Stacked	Regression	Model	

As in the case with the ESCM (Section 4.1.3), an Ensemble Stacked Regression Model 
(ESRM) is generated using the equivalent approach. Its architecture is presented in Figure 18. 
Different combinations of uncorrelated individual regression models (Section 4.2.1) are tested 
to be included into the ESRM. An Artificial Neural Network (ANN) and a Support Vector 
Regressor with a Gaussian kernel are then selected to serve as the first-level predictors. Next, 
a new ANN is trained on the second level of the ESRM, using the new training set generated 
on the first level. Finally, the second-level ANN is used to provide the final Box Office 
predictions on the test set. 
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Figure 18. Ensemble Stacked Regression Model’s Framework 

4.3 Prediction	Results	

The resulting ESCM can correctly classify 65% of the movies with the corresponding RMSE 
of $ 34,658,435 (Table 5). It is 23% more accurate as compared to the base classifier, namely 
Logistic Regression with the accuracy of 53%, and 160% more accurate than the random 
classifier with the accuracy of 25%. Furthermore, the proposed ESCM outperforms the best 
individual classifiers, namely ANN and SVM, which can accurately classify approximately 
64% of the movies. 

Table 5. Ensemble Stacked Model Classification results 

 
Additionally, as one may observe from Table 5, it appears that the majority of misclassified 
movies are predicted to belong to the neighbour classes of the true class. That is, ‘1m-10m’ 
actual Box Office movies are rarely misclassified to belong to the ‘>100m’ class. This 
represents an overlapping between sequential Box Office classes, which is expected due to the 
fact that the originally continuous target variable is categorized into different ranges within 
the ESCM framework. 
The ESRM, on the other hand, can predict the U.S. Box Office of a movie with the RMSE of 
$29,988,856 (Table 6). The proposed model outperforms the baseline linear regression with 
the RMSE of $ 33,447,281 by more than 10%. 
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Table 6. Ensemble Stacked Regression Model results 

 
In order to compare the predictive power and efficiency of the regression and classification 
approaches, the results of the former are also transformed into a classification-style confusion 
matrix (Table 7). As one may observe,  the ESRM can correctly predict the Box Office of a 
given movie with the range classification accuracy of 53%. 

Table 7. Ensemble Stacked Regression Model results transformed into a classification confusion matrix  

 
It appears that although the regression model outperforms the classification model in the 
middle Box-Office ranges, namely between $1,000,000 and $ 100,000,000, it overestimates 
the outcome for the movies with Box-Office Receipts of below $ 1,000,000. However, based 
on the range precision results presented in Table 7, the ESRM still provides more precise 
predictions at the low and high ranges as compared to the ESCM. 

4.4 Predicting	Upcoming	Movies	

In order to maximize the probability of an accurate prediction, the final out-of-sample 
predictions are made based on the final model that combines classification and prediction 
power of the proposed ESCM and ESRM models. The framework of this final model is 
depicted in Figure 19. If the Box Office prediction based on the ESRM falls into the range 
that corresponds to the class predicted by the ESCM, then the final prediction is given based 
on the ESRM, 𝑦!"#$!"# !""#$%, with the corresponding accuracy of 67.68% (detailed calculations in 
Appendix D). Otherwise, the final prediction is based on the classification model, with a 
corresponding probability of an accurate prediction equal to 62.22%. 
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Figure 19. Final Combined Predictive Model’s framework 
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	5																																																												
Conclusion	

The analysis presented in this report demonstrates that it is indeed possible to use open data in 
order to predict local box-office receipts of any given movie screened in the United States 
prior to its official release date. The proposed Ensemble Stacked Classification Model trained 
on the data collected from two major movie databases outperforms the random classifier by 
160%, signifying an overwhelming success.  
Although this project focuses only on the movies screened in the U.S., it still allows to clearly 
illustrate the power of open data using one of the world’s biggest movie markets (Motion 
Pictures Association of America, 2016) as an example. Given the fact that the amount of data 
generated across the world is ever-growing, with movie industry being no exception, one may 
expect significantly more data becoming available both for the U.S. as well as all other movie 
markets in the near future. This will allow to extend the methodology presented throughout 
the report and develop an even more powerful open-data-based box office prediction model.
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	Appendices																																																																																												

A. 				Predicting	Box	Office	using	Twitter	data

Outline	
The purpose of this part of the report is to demonstrate the power of Twitter data by 
replicating the analysis presented in the main body while using additional information 
extracted from one of the most popular social networks.  
Actors’ or directors’ Twitter activity can be seen as a measure of publicity, where higher 
engagement would not only result in wider potential audience being reached, but would also 
improve turnover of those viewers, who may have already heard of the upcoming movie, yet 
did not stay updated until the release. 

Data	Acquisition	
Since the dataset used for the main analysis includes movies released as far back as in 1920s, 
whereas Twitter was launched in 2006, only a subset of the original data can be used in this 
section. Furthermore, it took time for the platform to become widely used, meaning that even 
movies released after the foundation of Twitter may be lacking the required data. Overall, the 
resulting new dataset contains information about 1,312 movies.  
One may recall the two human capital aspects, namely experience and success, that were 
explained during the data acquisition and feature engineering phase. Data extracted from 
Twitter allows to add an additional, third, dimension, which will represent popularity of 
leading actors and directors of a given movie. It is based on two separate variables. As in the 
case with the other human capital features, these two exist separately both for actors and 
directors, although explanation will be given using actors as an example.  
For each actor of every movie, the total number of retweets proportional to the total number 
of his tweets during the last two-week period prior to the corresponding movie’s release date 
is considered. For example, ‘Shutter Island’ movie was released on 17 February, 2010. Thus, 
the aforementioned two weeks correspond to the 3 – 16 February, 2010 period in this case. 
Leonardo DiCaprio had two tweets with 105 and 110 retweets each within this time horizon. 
Thus, his retweet score is equal to 107.5, which is then adjusted for the number of Twitter 
users in 2010. Two separate scores are also calculated for the other two actors. Together, all 
three values are then averaged to produce a single score for the movie – Retweet Score. 
The second variable, Likes Score, is calculated following precisely the same procedure, but 
using the number of likes instead of the number of retweets. Together, these two scores aim to 
capture popularity and publicity of leading actors during the relatively short period prior to 
the release of a given movie.  

Predictive	Modelling	&	Results	
Classification	
First, multiple individual classifiers are generated and separately tuned for hyperparameters 
and architecture, if needed. Their in-sample performance, measured using 10-fold Cross-
Validation, is presented in Figure 20. One may notice that the Artificial Neural Network 
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significantly outperforms the other three models, as measured by its higher classification 
accuracy. 
 

 
Figure 20: Distribution of classification accuracy of the individual classifiers from a 10-fold cross-validation after 

including Twitter data 

Next, numerous ensemble models are trained using various combinations of all the above 
presented individual models in an attempt to improve accuracy. However, it appears that the 
individual Artificial Neural Network has better performance than even the ensemble models, 
resulting in the final classification accuracy score of 69.5% and the RMSE of $32,283,774, 
which is determined using Locality Sensitive Hashing (Table 8). Such results indicate 
significant improvement as compared to the ESCM developed within the main part of the 
analysis, which was able to achieve 65% classification accuracy and the RMSE of 
$34,658,435. 

Table 8. ANN Classification results after including Twitter data 

 
Regression	
The regression approach involves generating and individually tuning all the machine learning 
regression models presented in Figure 21. As one may observe, most of these models have 
comparable performance in terms of their RMSE scores. 
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Figure 21. Distribution of RMSE of the individual regression models from a 10-fold cross-validation after including 

Twitter data 

However, the weighted ensemble model of the Support Vector Machine and the Artificial 
Neural Network outperforms all other individual and combined models, resulting in the final 
RMSE score of $27,802,464 (Table 9). Such outcome represents significant improvement 
over the RMSE of $29,988,856, achieved using the ESRM from the main analysis. 

Table 9. Weighted Ensemble Regression results after including Twitter data 

 
The regression predictions are also transformed into a classification-style confusion matrix to 
allow for comparison (Table 10). As one may observe, the Twitter-based regression model 
has classification accuracy of only 42%, as compared to its counterpart presented in the main 
body of the report. The best non-Twitter regression model was able to achieve the accuracy of 
53%, despite its significantly worse RMSE score. 
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Table 10. Weighted Ensemble Regression results after including Twitter data, transformed into a confusion matrix 

 
Conclusion	
It appears that the data extracted from Twitter can significantly improve predictive 
performance of the models. However, due to the dramatically reduced sample size, there is no 
sufficient evidence provided in the current analysis to reliably draw such conclusion. Yet, the 
positive results indicate that further research into Twitter data using a more statistically 
significant sample size can potentially result into a particularly fruitful outcome, improving 
the power of the current models. 
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B. Tuned	Individual	Classification	Models	
Table 11. Tuned parameters and architecture of individual classification models 

 

C. Tuned	Individual	Regression	Models	
Table 12. Tuned parameters of individual regression models 

 

Classifier Architecture Hyper	Parameters

Gradient	
Boosting

n_estimators	=	200

Random								
Forest

n_estimators	=	400																
min_samples_leaf	=	2							

Support						
Vector	Machine

kernel	=	RBF																						
gamma	=	0.001																												
C	=	1000

1.	Dense	Layer	(128,	activation	=	ReLu)						
2.	Dense	Layer	(64,	activation	=	ReLu)												
3.	Dropout	Layer	(0.3)																																					
4.	Dense	Layer	(32,	activation	=	ReLu)														
5.	Dropout	Layer	(0.25)																																							
6.	Dense	Layer	(4,	activation	=	SoftMax)																																																																																															
Loss:	'Categorical	CrossEntropy	'																							
Optimiser:	'Adam'

epochs=5																			
batch_size=16

Artificial												
Neural	Network

_____

Individual	Classification	Models

Model Architecture Hyper	Parameters

Regularised	
LASSO	

Regression

max_iter=10000	
normalize=False																	
alpha	=	17671.4													
positive	=	True	

Regularised	
RIDGE	

Regression

max_iter=10000	
normalize=False																	
alpha	=	23											

Decision	Tree	
Regression	with	

Adaboost

Regression	Tree:	
max_depth=2		
min_samples_leaf	=1		
criterion	=	'mse'	
min_samples_split	=	2	
max_leaf_nodes	=	10								
Adaboost:		n_estimators=42			
learning_rate	=	0.05

Gradient	
Boosting	
Regression

n_estimators	=	85			
max_depth	=	5	
min_samples_split	=	2	
max_leaf_nodes	=	14	
min_samples_leaf	=	4	
learning_rate	=	0.15												
loss	=	'ls'

Random								
Forest		

Regressor

max_depth=150	
min_samples_leaf	=30	
criterion	=	'mse'	
min_samples_split	=	2	
max_leaf_nodes	=	150

Support						
Vector	Machine

kernel	=	RBF																						
gamma	=	0.08																												
C	=	1000000000

1.	Dense	Layer	(128,	activation	=	ReLu)						
2.	Dense	Layer	(256,	activation	=	ReLu)												
3.	Dropout	Layer	(0.3)																																					
4.	Dense	Layer	(128,	activation	=	ReLu)														
5.	Dense	Layer	(64,	activation	=	ReLu)					
6.	Dense	Layer	(64,	activation	=	ReLu)						
7.	Dense	Layer	(32,	activation	=	ReLu)								
8.	Dense	Layer	(1)																																																																																									
Loss:	'MSE	'																																		
Optimiser:	'RmsProp'

Individual	Regression	Models

Artificial												
Neural	Network

kernel_initializer	=	he_normal																																				
epochs	=	20																			
batch_size	=	16

_____
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D. 				Probability	of	Accurate	Prediction
The probability of an accurate prediction based on the final combined model can be computed 
as the conditional probability of having accurate predictions both from the ESRM and the 
ESCM models, P 𝑦!"#$

!"# !""#$%,!"#$% = 0.53 and P  𝑦!"#$$
!"#$% = 0.65 respectively, given that 

the regression range equals the predicted classification class ( 𝑦!"#$
!"# !""#$%,   !"#$% =   𝑦!"#$$

!"#$%): 

𝑃  P(𝑦!"#$
!"# !""#$%,!"#!") ∩  P( 𝑦!"#$$

!"#$%)   ( 𝑦!"#$
!"# !""#$%,   !"#$% =   𝑦!"#$$

!"#$%)) ∝ 

P 𝑦!"#$
!"# !""#$%,!"#$% ∙  P( 𝑦!"#$$

!"#$%)

P( 𝑦!"#$
!"# !""#$%,   !"#$% =   𝑦!"#$$

!"#$%)
= 

P 𝑦!"#$
!"# !""#$%,!"#$% ∙  P( 𝑦!"#$$

!"#$%)

P  𝑦!"#$$
!"#$% ∙ P 𝑦!"#$

!"# !""#$%,!"#$% + 1− P  𝑦!"#$$
!"#$% ∙ 1− P 𝑦!"#$

!"# !""#$%,!"#$%
= 

0.65 ∙ 0.53
0.65 ∙ 0.53+ 0.35 ∙ 0.47 = 𝟔𝟕.𝟔𝟖% 

Otherwise, the final prediction is based on the classification model with the corresponding 
probability of an accurate prediction being calculated as follows: 

Model Architecture Hyper	Parameters

Regularised	
LASSO	

Regression

max_iter=10000	
normalize=False																	
alpha	=	17671.4													
positive	=	True	

Regularised	
RIDGE	

Regression

max_iter=10000	
normalize=False																	
alpha	=	23											

Decision	Tree	
Regression	with	

Adaboost

Regression	Tree:	
max_depth=2		
min_samples_leaf	=1		
criterion	=	'mse'	
min_samples_split	=	2	
max_leaf_nodes	=	10								
Adaboost:		n_estimators=42			
learning_rate	=	0.05

Gradient	
Boosting	
Regression

n_estimators	=	85			
max_depth	=	5	
min_samples_split	=	2	
max_leaf_nodes	=	14	
min_samples_leaf	=	4	
learning_rate	=	0.15												
loss	=	'ls'

Random								
Forest		

Regressor

max_depth=150	
min_samples_leaf	=30	
criterion	=	'mse'	
min_samples_split	=	2	
max_leaf_nodes	=	150

Support						
Vector	Machine

kernel	=	RBF																						
gamma	=	0.08																												
C	=	1000000000

1.	Dense	Layer	(128,	activation	=	ReLu)						
2.	Dense	Layer	(256,	activation	=	ReLu)												
3.	Dropout	Layer	(0.3)																																					
4.	Dense	Layer	(128,	activation	=	ReLu)														
5.	Dense	Layer	(64,	activation	=	ReLu)					
6.	Dense	Layer	(64,	activation	=	ReLu)						
7.	Dense	Layer	(32,	activation	=	ReLu)								
8.	Dense	Layer	(1)																																																																																									
Loss:	'MSE	'																																		
Optimiser:	'RmsProp'

Individual	Regression	Models

Artificial												
Neural	Network

kernel_initializer	=	he_normal																																				
epochs	=	20																			
batch_size	=	16

_____
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𝑃  P(𝑦!"#$
!"# !""#$%,!"#$%) ∩  P( 𝑦!"#$$

!"#$%)   ( 𝑦!"#$
!"# !""#$%,   !"#$% ≠   𝑦!"#$$

!"#$%)) ∝ 

∝
P  𝑦!"#$$

!"#$% ∙ 1− P 𝑦!"#$
!"# !""#$%,!"#$%

P  𝑦!"#$$
!"#$% ∙ 1− P 𝑦!"#$

!"# !""#$%,!"#$% + P 𝑦!"#$
!"# !""#$%,!"#$% ∙ 1− P  𝑦!"#$$

!"#$%
= 

=
0.65 ∙ 0.47

0.65 ∙ 0.47+ 0.53 ∙ 0.35 = 𝟔𝟐.𝟐𝟐% 

 
 
 


