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Restaurant:	4904,	Berkeley,	CA	–	Exponential	Smoothing	models	
	
The	time-series	object	of	restaurant	4904	is	created	with	a	weekly	frequency	(frequency	=	7)	and	starting	and	ending	
day	“13-03-2015”	and	“15-06-2015”	respectively.	The	plot	of	the	time-series	daily	lettuce	demand	of	restaurant	4904	
is	 provided	 below.	 From	 the	 seasonal	 decomposition	 of	 the	 time-series	 someone	 can	 conclude	 that	 the	 trend	
component	 can	 be	 ignored,	 since	 no	 specific	 linear	 trend	 can	 be	 observed.	 In	 addition,	 an	 additive	 seasonal	
component	seems	to	 take	place	 in	 the	 time-series	and	will	be	needed	to	 the	upcoming	 forecast	model	 that	will	be	
created	to	fit	the	time-series	and	make	future	predictions.		

	
Since	 the	systematic	 component	of	 the	demand	appears	 to	have	only	a	 level	and	seasonal	 factor,	 the	HoltWinters(	
beta	 =	 False)	 function	 is	 called	 to	 fit	 a	 model	 with	 an	 additive	 level	 and	 seasonal	 factor	 with	 no	 trend	 at	 the	
systematic	component.	The	resulted	smoothing	constants	are:	𝑎𝑙𝑝ℎ𝑎 = 0.14 , 𝑏𝑒𝑡𝑎 =  0,𝑔𝑎𝑚𝑚𝑎 =  0.22	with	a	Root-
Mean-Square-Error	of	45.88.	The	values	of	both	smoothing	parameters	(close	to	0)	indicate	that	the	estimate	of	the	
level	and	seasonal	components	at	the	current	time	period	are	based	on	observations	in	the	past	and	less	weight	is	
given	to	the	most	recent	observations.			

The	 ets()	 function	 resulted	 in	 a	 model	 with	 an	
additive	level	and	seasonal	component,	which	is	in	
accordance	with	 the	 aforementioned	 observations	
of	 the	 decomposed	 time-series.	 The	 resulted	
optimal	values	of	the	smoothing	parameters	of	the	
ETS(A,N,A)	 model	 are	 𝑎𝑙𝑝ℎ𝑎 = 0.17 , 𝑏𝑒𝑡𝑎 =
0,𝑔𝑎𝑚𝑚𝑎 =  1𝑒 − 04,	whereas	the	provided	initial	
states	 for	 the	 level	 and	 the	 seasonal	 (weekly	
frequency)	 components	 are	 𝑙 = 321.55 , 𝑠 =
(4.65, 47.54, 55.95, 35.98, 36.78,−89.34,−91.54).	
The	value	of	 the	RMSE	of	 the	ETS(A,N,A)	model	 is	
42.14.	The	fitted	values	of	both	models	against	the	
actual	 time-series	 are	 presented	 in	 the	 following	
plot.	The	ETS	model	 (dashed	blue	 line)	appears	 to	
be	 smoother	 in	 terms	 of	 fitting	 than	 the	 Holt-
Winters	(red	line).	
	
The	 above-presented	 models	 are,	 then,	 compared	
regarding	 both	 their	 in-sample	 and	 out-of	 sample	
performance	 in	 order	 the	 model	 with	 the	 best	
forecasting	 power	 to	 be	 selected	 as	 a	 final	
candidate.	 More	 specifically,	 every	 model	 is	 first	
trained	 on	 the	 Training	 set	 (first	 76	 days	 of	 time-
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series)	and	then	predicts	the	demand	for	the	next	19	days.	The	evaluation	of	the	predictions	is	based	on	the	Test	set	
(last	19	days	of	initial	time-series)	and	based	on	those	values	the	forecast	errors	of	each	model	are	computed.	In	the	
following	 table,	 some	measures	 of	 accuracy	 regarding	 both	 the	 in-sample	 and	 out-of-sample	 performance	 of	 the	
compared	models	are	presented.	

			

																																											 	
	
By	 observing	 the	 values	 of	 the	 Root-Mean-Square-Error	 (RMSE)	 of	 both	 models,	 someone	 can	 conclude	 that	 the	

ETS(A,N,A)	 is	 appeared	 both	 to	 fit	 the	 data	 and	
predict	 future	 demand	 better	 than	 the	 one	 created	
by	the	HoltWinters.	Therefore,	the	ETS(A,N,A)	model	
is	proven	to	have	the	best	both	in-sample	and	out-of-
sample	 performance	 and	 is	 selected	 as	 a	 final	
candidate	for	the	final	prediction	(will	be	compared	
with	 the	 best	 ARIMA	 model	 at	 a	 latter	 stage).	
Therefore,	it	is	trained	once	again	on	the	initial	time	
series	 in	order	to	give	the	most	accurate	 forecast	of	
the	 needed	 next	 14-day	 lettuce	 demand	 of	 store	
4904.	 The	 final	 forecast	 of	 the	 lettuce	 demand	 of	
store	 4904	 based	 on	 the	 ETS(A,N,A)	 model	 is	
presented	in	the	following	graph.	
	
After	examining	that	ETS	(A,N,A)	is	the	best	model	so	
far,	 it	 is	 then	 examined	 for	 further	 improvement.	 If	
the	 predictive	 model	 cannot	 be	 improved	 upon,	
there	 should	 be	 no	 correlations	 between	 forecast	
errors	in	the	time-series.	First,	the	forecasted	errors	
are	 examined	 for	 autocorrelations	 by	 plotting	 the	
autocorrelation	 function	 of	 the	 ETS’	 residuals,	 as	
presented	in	the	following	graph.	From	the	ACF	plot,	

ME RMSE MAE MAPE MASE
HoltWinters -2.54 45.58 34.85 11.67 0.56
ETS	(A,N,A) -3.29 41.11 31.36 10.81 0.51
HoltWinters 35.05 79.38 59.58 18.78 0.96
ETS	(A,N,A) 34.53 56.08 44.42 14.31 0.71

In-sample	performance	
(training	set)
Out-of-sample	

performance	(test	set)

Accuracy	measures	HoltWintes	-	ETS	(A,N,A)
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someone	can	conclude	that	there	is	no	serial	autocorrelation	between	lags	1-20.		
The	autocorrelation	at	 lag	13	 that	 seems	 to	overpass	 the	
significant	bounds	can	be	attributed	to	randomness,	since	
one	in	20	of	the	autocorrelations	for	the	first	twenty	lags	
is	 expected	 to	 exceed	 the	 95%	 significance	 bounds	 by	
chance.	 Further	 evidence	 can	 be	 given	 by	 performing	 a	
Ljung-Box	 test	 to	 test	 the	 existence	 of	 autocorrelation	 at	
lags	 1-20	 by	 examining	 the	 null	 hypothesis	 of	
independence	time-series,	as	following:	
	

Ljung-Box	Test	
X-Square	 DF	 p-Value	
26.92	 20	 0.1375	

	
	
From	above	presented	results,	the	Ljung-Box	test	statistic	
and	 the	 p-value	 have	 values	 of	 26.92	 and	 0.1375	
respectively.	Therefore,	there	is	little	evidence	of	non-zero	
autocorrelations	in	the	in-sample	forecast	errors	at	lags	1-
20.	 In	 other	 words,	 we	 accept	 the	 null	 hypothesis	 of	
independently	distributed	forecast	errors.	In	addition,	the	
forecast	 errors	 are	 tested	 on	whether	 they	 are	 normally	

distributed	with	a	zero	mean	and	a	constant	variable.	The	forecast	errors’	constant	variance	is	tested	by	a	time	plot	of	
the	in-sample	forecast	errors,	whereas	their	normal	distribution	with	zero	mean	by	a	histogram	plot	of	the	forecast	
errors,	 with	 an	 overlaid	 normal	 curve	 that	 has	mean	 zero	 and	 the	 same	 standard	 deviation	 as	 the	 distribution	 of	
forecast	errors.	

	
From	 the	 above	 graphs	 it	 appears	 that	 the	 forecast	 errors	 have	 constant	 variance	 over	 time	 and	 are	 normally	
distributed	with	mean	zero.	Therefore,	ETS	(A,N,A)	exponential	smoothing	provides	an	adequate	predictive	model	of	
the	lettuce	demand	of	store	4904	with	no	possible	further	improvement.	
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Restaurant:	4904,	Berkeley,	CA	-	ARIMA	models:		
The	Time-Series	object	of	restaurant	4904	was	proved	to	
have	 a	 seasonal	 component.	 From	 the	 plot	 of	 the	 time-
series	of	daily	lettuce	of	restaurant	4904	provided	below,	
it	 can	 be	 observed	 that	 the	 time-series	 appears	 to	 be	
trend	 stationary	 in	 mean	 and	 variance,	 as	 its	 level	 and	
variance	 appear	 to	 be	 roughly	 constant	 over	 time.	
However,	 by	 performing	 the	 Osborn-Chui-Smith-
Birchenhall	 test	 the	with	null	 hypothesis	 that	 a	 seasonal	
unit	root	exists	(by	making	use	of	the	nsdiffs()	with	length	
of	seasonal	period	equal	to	7),	it	is	computed	that	the	first	
order	difference	of	 the	seasonal	component	 is	needed	so	
that	 the	 time-series	 will	 be	 stationary	 in	 terms	 of	 both	
trend	 and	 seasonality.	 Therefore,	 appropriate	 ARIMA	
models	will	be	of	possible	form	of	ARIMA(p,0,q)(P,1,Q)[7].	
The	possible	values	of	the	order	of	the	seasonal	and	non-
seasonal	Moving	 Average	 (MA)	 and	 Autoregressive	 (AR)	
components	are	observed	by	the	ACF	and	PACF	plots	that	
are	provided	below:		
	
	
	

	
The	Autocorrelation	function	vanishes	after	 lag	6	and	therefore	a	relative	order	of	the	non-seasonal	MA	component	
could	be	𝑞 ≤ 6.	 In	addition,	 the	ACF	has	a	sinusoidal	decay	and	therefore	a	non-seasonal	AR	part	may	have	to	 take	
place	on	 the	model,	with	an	order	of	𝑝 ≤ 2.	 Since	PACF	does	not	vanish	exponentially,	a	seasonal	AR	part	does	not	
appear	to	be	needed	to	create	the	final	model,	and	therefore	𝑃 = 0.	Last	but	not	least,	since	3	single	seasonal	spikes	
appear	at	the	PACF,	the	order	of	the	seasonal	MA	component	can	be	selected	as	𝑄 = 1	(1	out	of	first	20	lags	by	chance	
only).	By	observing	the	ACF	and	PACF	plots	an	appropriate	ARIMA	model	 that	will	be	 tested	on	a	 latter	 time	 is	 the	
ARIMA(1,0,6)(0,1,1)[7]	 and	 by	 taking	 into	 account	 the	 principle	 of	 “parsimony”	 that	 indicates	 the	 least	 possible	
parameters	the	ARIMA(1,0,3)(0,1,1)[7]	is	also	created.	
Then,	the	automated	function	of	auto.arima()	with	the	Bayesian	Information	Criterion	for	model	selection	is	used,	and	
the	best	possible	ARIMA	models	in	terms	of	in-sample	performance	that	are	generated	are	the	ARIMA (1,0,1)	(0,1,1)	
[7].	The	fitted	values	of	all	three	models	against	the	actual	time-series	are	presented	in	the	following	plot.	
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Following	the	same	Training-Test	Set	approach	introduced	in	the	computations	of	the	Exponential	Smoothing	models,	
the	 in-sample	 and	 out-of-sample	 performance	 of	 the	 above	 ARIMA	 models	 is	 compared.	 More	 specifically,	 every	
model	is	trained	on	the	Training	set	(first	76	days	of	time-series)	then	predicts	the	demand	for	the	next	19	days.	The	
evaluation	of	the	predictions	is	based	on	the	Test	set	(last	19	days	of	initial	time-series)	and	based	on	those	values	the	
forecast	errors	of	each	model	are	computed.	In	the	following	table,	some	measures	of	accuracy,	regarding	both	the	in-

sample	 and	out-of-sample	performance	 of	 the	 compared	
models,	are	presented	in	the	following	table.	
	

								 	
	
By	 observing	 the	 values	 of	 the	 Root-Mean-Square-Error	
(RMSE)	 of	 all	 models,	 someone	 can	 conclude	 that	 the	
ARIMA	(1,0,6)(0,1,1)	 is	appeared	both	to	fit	the	data	and	
predict	 future	 demand.	However,	 by	 taking	 into	 account	
the	 principle	 of	 “parsimony”	 as	 well	 as	 the	 score	 of	 the	
Bayesian	 Information	 Criterion	 (BIC)	 that	 penalties	 for	
over-fitting,	 the	 second	 best	model	 in	 terms	 of	 forecast-

power	is	selected.	Therefore,	the	ARIMA	(1,0,3)(0,1,1)[7]	is	selected	as	a	final	candidate	for	the	final	prediction	(will	
be	compared	with	the	best	previous	computed	Exponential	Smoothing	model	at	a	latter	stage).	Therefore,	it	is	trained	
once	 again	 on	 the	 initial	 time	 series	 in	 order	 to	 give	 the	most	 accurate	 forecast	 of	 the	 needed	next	 14-day	 lettuce	
demand	of	store	4904.	The	 final	 forecast	of	 the	 lettuce	demand	of	store	4904	based	on	the	ARIMA	(1,0,3)(0,1,1)[7]	
model	is	presented	in	the	following	graph.			

	
The	 selected	 ARIMA(1,0,3)(0,1,1)[7]	 model	 is	 then	 verified	 by	 a	 residual	 analysis	 for	 further	 improvement.	 More	
specifically,	there	should	be	no	correlations	between	forecast	errors	in	the	time-series.	First,	the	forecasted	errors	are	
examined	for	autocorrelations	by	plotting	the	autocorrelation	function	of	 the	model’s	residuals,	as	presented	 in	the	
above	graph.	From	the	ACF	plot,	someone	can	conclude	that	there	is	no	serial	autocorrelation	between	lags	1-20.	
	
Further	evidence	can	be	given	by	performing	a	Ljung-Box	test	to	test	the	existence	of	autocorrelation	at	lags	1-20	by	
examining	the	null	hypothesis	of	independence	time-series,	as	following:	

BIC ME RMSE
ARIMA(1,0,6)(0,1,1) 752 -0.98 38.28
ARIMA(1,0,3)(0,1,1) 749 -1.45 42.09
ARIMA(1,0,1)(0,1,1) 744 -3.59 44.06
ARIMA(1,0,6)(0,1,1) 5.42 53.11
ARIMA(1,0,3)(0,1,1) 19.34 60.41
ARIMA(1,0,1)(0,1,1) 46.83 76.74

Accuracy	measures	Arima	models

In-sample	
performance	
(training	set)

Out-of-sample	
performance	
(test	set)
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Ljung-Box	Test	

X-Square	 DF	 p-Value	
24.27	 20	 0.2308	

	
From	 above	 presented	 results,	 the	 Ljung-Box	 test	 statistic	 and	 the	 p-value	 have	 values	 of	 24.27	 and	 0.2308	
respectively.	Therefore,	 there	 is	no	evidence	of	non-zero	autocorrelations	 in	 the	 in-sample	 forecast	errors.	 In	other	
words,	we	accept	the	null	hypothesis	of	independently	distributed	forecast	errors.	In	addition,	the	forecast	errors	are	
tested	 on	 whether	 they	 are	 normally	 distributed	 with	 a	 zero	 mean	 and	 a	 constant	 variable.	 The	 forecast	 errors’	
constant	variance	is	tested	by	a	time	plot	of	the	in-sample	forecast	errors,	whereas	their	normal	distribution	with	zero	
mean	 by	 a	 histogram	plot	 of	 the	 forecast	 errors,	with	 an	 overlaid	 normal	 curve	 that	 has	mean	 zero	 and	 the	 same	
standard	deviation	as	the	distribution	of	forecast	errors.	

	
From	the	above	graphs	it	appears	that	the	forecast	errors	have	almost	constant	variance	over	time	and	are	normally	
distributed	with	mean	zero	(although	right	skewness	might	exist).	Therefore,	(1,0,3)(0,1,1)[7]	provides	an	adequate	
predictive	model	of	the	lettuce	demand	of	store	4904.	
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Restaurant:	4904,	Berkeley,	CA	–	Final	Forecast	
	
The	final	candidate	models	with	the	best	in-sample	and	out-of-sample	performance	to	predict	the	lettuce	demand	of	
restaurant	 4904	 are	 the	 ARIMA	 (1,0,3)(0,1,1)[7]	 and	 the	 ETS	 (A,N,A)	 exponential	 smoothing.	 The	 performance	 of			
both	models	is	summarized	in	the	table	below:		
	

							 	
	
Since	ETS(A,N,A)	appears	to	fit	the	data	better	and	has	a	
stronger	forecast	power	based	on	tits	in-sample	and	out-
of-sample	performance,	respectively,	it	is	selected	as	the	
final	 forecast	model	of	 restaurant	20974.	As	mentioned	
before,	ETS(A,N,A)	is	 fitted	(trained)	on	the	initial	time-
series	data	of	the	restaurant’s	lettuce	demand		(including	
both	the	training	and	the	test	set)	to	enhance	the	power	
and	 accuracy	 of	 the	 final	 forecast.	 The	 final	 forecast	 of	
lettuce	demand		for	restaurant	20974	from	06/16/2015		
to	06/29/2015	is	presented	below:	
	

																																												 	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

RMSE
ARIMA(1,0,3)(0,1,1) 41..11

ETS	(A,N,A) 42.22
ARIMA(1,0,3)(0,1,1) 56.08

ETS	(A,N,A) 49.71

Accuracy	measures	ARIMA(1,0,3)(0,1,1)	-	ETS	(A,N,A)

In-sample	performance	
(training	set)
Out-of-sample	

performance	(test	set)

Date Mean	 Low	at	80% High	at	80% Low	at	95% High	at	95%
16/06/15 358				 304													 412													 275													 440													
17/06/15 349				 295													 404													 266													 433													
18/06/15 306				 251													 362													 221													 392													
19/06/15 210				 154													 267													 124													 297													
20/06/15 212				 155													 270													 125													 300													
21/06/15 339				 281													 397													 250													 427													
22/06/15 338				 279													 397													 248													 428													
23/06/15 358				 298													 417													 267													 449													
24/06/15 349				 289													 410													 257													 441													
25/06/15 306				 246													 367													 213													 400													
26/06/15 210				 149													 272													 116													 305													
27/06/15 212				 150													 275													 117													 308													
28/06/15 339				 275													 402													 242													 435													
29/06/15 338				 274													 402													 240													 435													

Forecasted	Lettuce	Demand	(ounces)	16/06	-	29/06,	Restaurant	4904
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Restaurant:	20974,	Elmhurst,	NY	-	Exponential	Smoothing	models	
	
The	 Time-Series	 object	 of	 restaurant	 20974	 is	 created	with	 a	weekly	 frequency	 (frequency	 =	 7)	 and	 starting	 and	
ending	 day	 “20-03-2015”	 and	 “15-06-2015”	 respectively.	 At	 this	 point	 it	 is	 mentioned	 that	 the	 provided	 days	
“06,10,13,16,17,18-03-2015”	were	omitted	from	the	time-series	since	sequential	missing	data	occurred.	The	reason	of	
omitting	the	missing	data	at	the	very	beginning	of	the	time-series	is	the	biased	estimation	that	its	presence	will	cause	
as	well	as	the	failure	of	improving	the	forecast	power.	The	plot	of	the	time-series	daily	lettuce	demand	of	restaurant	
20974	 is	 provided	 below.	 From	 the	 seasonal	 decomposition	 of	 the	 time-series	 it	 is	 observed	 that	 the	 trend	
component	 can	 be	 ignored,	 since	 no	 specific	 significant	 linear	 trend	 can	 be	 observed.	 In	 addition,	 an	 additive	
seasonal	component	seems	to	take	place	in	the	time-series	and	will	be	needed	to	the	upcoming	forecast	model	that	
will	be	created	to	fit	the	time-series	and	make	future	predictions.		

	
Since	the	systematic	component	of	the	demand	appears	to	have	only	a	level	and	a	seasonal	factor,	the	HoltWinters(	
beta	 =	 False)	 function	 is	 called	 to	 fit	 a	 model	 with	 an	 additive	 level	 and	 seasonal	 factor	 with	 no	 trend	 at	 the	
systematic	component.	The	resulted	smoothing	constants	are:	𝑎𝑙𝑝ℎ𝑎 = 0.15 , 𝑏𝑒𝑡𝑎 =  0,𝑔𝑎𝑚𝑚𝑎 =  0.23	with	a	Root-

Mean-Square-Error	 of	 47.29.	 The	 values	 of	 both	
smoothing	 parameters	 (close	 to	 0)	 indicate	 that	 the	
estimate	 of	 the	 level	 and	 seasonal	 components	 at	 the	
current	time	period	are	based	upon	observations	in	the	
past	 and	 less	 weight	 is	 given	 on	 the	 most	 recent	
observations.			
The	ets()	 function	 resulted	 in	a	model	with	an	additive	
level	 and	 seasonal	 component,	 which	 is	 in	 accordance	
with	 the	 previous	 mentioned	 observations	 of	 the	
decomposed	time-series.	The	resulted	optimal	values	of	
the	 smoothing	 parameters	 of	 the	 ETS(A,N,A)	 model	
are   𝑎𝑙𝑝ℎ𝑎 =  0.16 ,   𝑏𝑒𝑡𝑎 =  0,    𝑔𝑎𝑚𝑚𝑎 =   1𝑒 − 04,					

whereas	the	provided	initial	states	for	the	level	and	the	
seasonal	 (weekly	 frequency)	 components	 are	     𝑙 =
198.03 , 𝑠 = (21.94, 29.8, 11.42, 16.93, 0.34,  	
−63.84,−16.58).	 The	 value	 of	 the	 RMSE	 of	 the	
ETS(A,N,A)	 model	 is	 42.5.	 The	 fitted	 values	 of	 both	
models	 against	 the	 actual	 time-series	 are	 presented	 in	
the	 following	 plot.	 The	 ETS	 model	 (dashed	 blue	 line)	
appears	to	be	smoother	in	terms	of	fitting	than	the	Holt-
Winters	(red	line).	
The	 above	 presented	 models	 are,	 then,	 compared	
regarding	 both	 their	 in-sample	 and	 out-of	 sample	
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performance	in	order	the	model	with	the	best	forecast	power	to	be	selected	as	a	final	candidate.	More	specifically,	
every	model	is	trained	on	the	Training	set	(first	70	days	of	time-series)	and	then	is	used	to	predict	the	demand	for	
the	next	19	days.	The	evaluation	of	the	predictions	is	based	on	the	Test	set	(last	18	days	of	initial	time-series)	and	
based	 on	 those	 values	 the	 forecast	 errors	 of	 each	model	 are	 computed.	 In	 the	 following	 table,	 some	measures	 of	
accuracy	regarding	both	the	in-sample	and	out-of-sample	performance	of	the	compared	models	are	presented.	

		
	

	
By	 observing	 the	 values	 of	 the	 Root-Mean-Square-Error	
(RMSE)	 of	 both	 models,	 someone	 can	 conclude	 that	 the	
ETS(A,N,A)	is	appeared	to	fit	the	data	,	whereas	the	forecast	
power	of	HoltWinters	is	slightly	better.	Since	the	difference	
on	 the	 forecast	 power	 is	 insignificant	 (≈ 1.5%),	 the	
ETS(A,N,A)	 model	 that	 has	 much	 better	 in-sample	
performance	 (both	models	 have	 the	 same	 components	 so	
there	 is	 no	 problem	 of	 overfitting)	 is	 selected	 as	 a	 final	
candidate	 for	 the	 final	 prediction	 (will	 be	 compared	 with	
the	 best	 ARIMA	 model	 at	 a	 latter	 stage).	 Therefore,	 it	 is	
trained	once	again	on	the	initial	time	series	in	order	to	give	
the	 most	 accurate	 forecast	 of	 the	 needed	 next	 14-day	
lettuce	 demand	 of	 store	 20974.	 The	 final	 forecast	 of	 the	
lettuce	 demand	 of	 store	 20974	 based	 on	 the	 ETS(A,N,A)	
model	is	presented	in	the	following	graph.	
	
After	examining	that	ETS	(A,N,A)	is	the	best	model	so	far,	it	
is	then	examined	for	further	improvement.	If	the	predictive	
model	 cannot	 be	 improved	 upon,	 there	 should	 be	 no	
correlations	 between	 forecast	 errors	 in	 the	 time-series.	
First,	 the	 forecasted	 errors	 are	 examined	 for	
autocorrelations	by	plotting	the	autocorrelation	function	of	

ME RMSE MAE MAPE MASE
HoltWinters 3.12 48.9 40.61 31.06 0.89
ETS	(A,N,A) 0.66 41.22 34.04 26.53 0.74
HoltWinters 10.29 48.12 36.22 16.91 0.78
ETS	(A,N,A) 8.71 49.71 36.81 17.46 0.8

Accuracy	measures	HoltWintes	-	ETS	(A,N,A)

In-sample	performance	
(training	set)
Out-of-sample	

performance	(test	set)
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the	ETS’	 residuals,	 as	presented	 in	 the	 following	 graph.	 From	 the	ACF	plot,	 someone	 can	 conclude	 that	 there	 is	no	
serial	 autocorrelation	 between	 at	 lages	 1-20,	 since	 all	 lags	
are	between	the	significant	bounds.	
	
	Further	evidence	can	be	given	by	performing	a	Ljung-Box	
test	to	test	the	existence	of	autocorrelation	at	lags	1-20	by	
examining	the	null	hypothesis	of	independence	time-series,	
as	following:	
	

Ljung-Box	Test	
X-Square	 DF	 p-Value	
12.82	 20	 0.88	

	
From	 above	 presented	 results,	 the	 Ljung-Box	 test	 statistic	
and	 the	p-value	have	values	of	12.82	and	0.88	respectively.	
Therefore,	there	is	no	evidence	of	non-zero	autocorrelations	
in	the	in-sample	forecast	errors	at	lags	1-20.	In	other	words,	
we	 accept	 the	 null	 hypothesis	 of	 independently	 distributed	
forecast	errors.	In	addition,	the	forecast	errors	are	tested	on	
whether	they	are	normally	distributed	with	a	zero	mean	and	
a	constant	variable.	The	forecast	errors’	constant	variance	is	
tested	 by	 a	 time	 plot	 of	 the	 in-sample	 forecast	 errors,	
whereas	 their	 normal	 distribution	 with	 zero	 mean	 by	 a	
histogram	 plot	 of	 the	 forecast	 errors,	 with	 an	 overlaid	

normal	curve	that	has	mean	zero	and	the	same	standard	
																																																																																																														deviation	as	the	distribution	of	forecast	errors.	

	
From	 the	 above	 graphs	 it	 appears	 that	 the	 forecast	 errors	 have	 constant	 variance	 over	 time	 and	 are	 normally	
distributed	with	mean	zero.	Therefore,	ETS	(A,N,A)	exponential	smoothing	provides	an	adequate	predictive	model	of	
the	lettuce	demand	of	store	20974	with	no	possible	further	improvement.	
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Restaurant:	20974,	Elmhurst,	NY	–	ARIMA	models:		
The	 Time-Series	 object	 of	 restaurant	 20974	was	 proved	
to	have	an	additive	seasonal	component.	From	the	plot	of	
the	 time-series	 of	 daily	 lettuce	 of	 restaurant	 20974	
provided	 below,	 it	 can	 be	 observed	 that	 the	 time-series	
appears	 to	 be	 approximately	 trend	 stationary	 in	 mean	
and	 variance,	 as	 its	 level	 and	 variance	 appear	 to	 be	
roughly	 constant	 over	 time.	 By	 performing	 the	
Kwiatkowski-Phillips-Schmidt-Shin	 (KPSS)	 and	
Augmented	 Dickey-Fuller	 (ADF)	 tests	 the	 time-series	
were	proved	 to	be	stationary	 in	 terms	of	both	 trend	and	
seasonality.	Therefore,	appropriate	ARIMA	models	will	be	
of	 possible	 form	of	 ARIMA(p,0,q)(P,0,Q)[7].	 The	 possible	
values	 of	 the	 order	 of	 the	 seasonal	 and	 non-seasonal	
Moving	 Average	 (MA)	 and	 Autoregressive	 (AR)	
components	are	observed	by	the	ACF	and	PACF	plots	that	
are	provided	below:		
	
	
	
	
	

	
The	Autocorrelation	 function	vanishes	after	a	specific	 lag	15	and	therefore	a	non-seasonal	MA	component	does	not	
not	seem	to	be	appropriate,	and	thereby	𝑞 = 0.	In	addition,	the	ACF	does	not	decay	exponentially	(rather	sinusoidal)	
and	therefore	a	non-seasonal	AR	part	may	not	have	to	take	place	on	the	model,	𝑝 = 0.	Since	PACF	appears	a	sinusoidal	
vanish,	a	seasonal	AR	part	is	selected	with	an	order	of	𝑃 = 1.	Finally,	since	spikes	appear	at	lag	6	and	7,	the	order	of	
the	seasonal	MA	component	can	be	selected	as	𝑄 = 1	(one	out	of	20	lags	out	of	bound	by	chance	only).	By	observing	
the	ACF	and	PACF	plots	an	appropriate	ARIMA	model	that	will	be	tested	on	a	latter	time	is	the	ARIMA(0,0,0)(1,0,1)[7].	
Then,	the	automated	function	of	auto.arima()	with	the	Bayesian	Information	Criterion	for	model	selection	is	used,	and	
the	best	possible	ARIMA	models	in	terms	of	in-sample	performance	that	are	generated	are	the	ARIMA (0,0,0)	(1,0,0)	
[7]	and	the	ARIMA(0,0,1)	(1,0,0)	[7].		The	fitted	values	of	all	three	models	against	the	actual	time-series	are	presented	
in	the	following	plot.	
Following	the	same	Training-Test	Set	approach	introduced	in	the	computations	of	the	Exponential	Smoothing	models,	
the	 in-sample	 and	 out-of-sample	 performance	 of	 the	 above	 ARIMA	 models	 is	 compared.	 More	 specifically,	 every	
model	is	trained	on	the	Training	set	(first	70	days	of	time-series)	then	predicts	the	demand	for	the	next	18	days.	



Andreas	Georgopoulos	
	

15 

The	 evaluation	 of	 the	 predictions	 is	 based	 on	 the	 Test	 set	 (last	 18	 days	 of	 initial	 time-series)	 and	 based	 on	 those	
values	the	forecast	errors	of	each	model	are	computed.	In	the	following	table,	some	measures	of	accuracy,	regarding	
both	the	in-sample	and	out-of-sample	performance	of	the	compared	models,	are	presented	in	the	following	table.	
	

	
	
By	 observing	 the	 values	 of	 the	 Root-Mean-Square-Error	
(RMSE)	 of	 all	 models,	 someone	 can	 conclude	 that	 the	
ARIMA	 (1,0,6)(0,1,1)	 is	 appeared	 to	 fit	 the	 data	 better,	
whereas	 ARIMA(0,0,0)(1,0,1)[7]	 has	 the	 best	 forecast	
power	 (out-of-sample	 performance).	 However,	 in	 terms	
of	the	principle	of	“parsimony”	in	ARIMA	models,	the	less	
parameters	an	ARIMA	model	appears	 to	have	 the	better.	
Therefore,	 since	 the	difference	of	 the	accuracy	measures	
of	 the	 previous	ARIMAs	 to	 the	ARIMA(0,0,0)(1,0,0)[7]	 is	
insignificant	(<1%),	the	ARIMA	(0,0,0)(1,0,0)	[7]	model	is	
selected	as	a	 final	candidate	 for	 the	 final	prediction	(will	
be	 compared	 with	 the	 best	 previous	 computed	

Exponential	Smoothing	model	at	a	latter	stage).	Therefore,	it	is	trained	once	again	on	the	initial	time	series	in	order	to	
give	 the	most	accurate	 forecast	of	 the	needed	next	14-day	 lettuce	demand	of	 store	20974.	The	 final	 forecast	of	 the	
lettuce	demand	of	store	20974	based	on	the	ARIMA	(0,0,0)(1,0,0)	[7]	model	is	presented	in	the	following	graph.	

	
The	 selected	ARIMA(0,0,0)(1,0,0)	 [7]	model	 is	 then	verified	by	 a	 residual	 analysis	 for	 further	 improvement.	More	
specifically,	 there	should	be	no	correlations	between	forecast	errors	 in	the	time-series.	First,	 the	 forecasted	errors	
are	examined	for	autocorrelations	by	plotting	the	autocorrelation	function	of	the	model’s	residuals,	as	presented	in	
the	above	graph.	From	the	ACF	plot,	someone	can	conclude	that	there	is	no	serial	autocorrelation	between	lags	1-20.	

ME RMSE
ARIMA(0,0,0)(1,0,0) 1.73 49.95
ARIMA(0,0,1)(1,0,0) 1.31 48.61
ARIMA(0,0,0)(1,0,1) 2.41 49.43
ARIMA(0,0,0)(1,0,0) 0.19 50.55
ARIMA(0,0,1)(1,0,0) -1.15 51.22
ARIMA(0,0,0)(1,0,1) 3.7 49.02

In-sample	
performance	
(training	set)

Out-of-sample	
performance	
(test	set)

Accuracy	measures	Arima	models
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Further	evidence	can	be	given	by	performing	a	Ljung-Box	test	to	test	the	existence	of	autocorrelation	at	lags	1-20	by	
examining	the	null	hypothesis	of	independence	time-series,	as	following:	
	

Ljung-Box	Test	
X-Square	 DF	 p-Value	
20.21	 20	 0.4451	

	
From	 above	 presented	 results,	 the	 Ljung-Box	 test	 statistic	 and	 the	 p-value	 have	 values	 of	 20.21	 and	 0.4451	
respectively.	Therefore,	there	is	no	evidence	of	non-zero	autocorrelations	in	the	in-sample	forecast	errors	at	 lags	1-
20.	 In	 other	 words,	 we	 accept	 the	 null	 hypothesis	 of	 independently	 distributed	 forecast	 errors.	 In	 addition,	 the	
forecast	errors	are	 tested	on	whether	 they	are	normally	distributed	with	a	zero	mean	and	a	constant	variable.	The	
forecast	 errors’	 constant	 variance	 is	 tested	 by	 a	 time	 plot	 of	 the	 in-sample	 forecast	 errors,	 whereas	 their	 normal	
distribution	with	zero	mean	by	a	histogram	plot	of	the	forecast	errors,	with	an	overlaid	normal	curve	that	has	mean	
zero	and	the	same	standard	deviation	as	the	distribution	of	forecast	errors.	

	
From	 the	 above	 graphs	 it	 appears	 that	 the	 forecast	 errors	 have	 constant	 variance	 over	 time	 and	 are	 normally	
distributed	 with	 mean	 zero.	 Therefore,	 ARIMA(0,0,0)(1,0,0)	 provides	 an	 adequate	 predictive	 model	 of	 the	 lettuce	
demand	of	store	20974.	
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Restaurant:	20974,	Elmhurst,	NY	–	Final	Forecast	
	
The	 final	candidate	models	with	the	best	 in-sample	and	
out-of-sample	 performance	 to	 predict	 the	 lettuce	
demand	 of	 restaurant	 20974	 are	 the	
ARIMA(0,0,0)(1,0,0)	 and	 the	 ETS	 (A,N,A)	 exponential	
smoothing.	 The	 performance	 of	 	 	 both	 models	 is	
summarized	in	the	table	below:		

		
	
	
	
	
	

	
Since	ETS(A,N,A)	appears	to	fit	the	data	better	and	has	a	
stronger	forecast	power	based	on	tits	in-sample	and	out-
of-sample	performance,	respectively,	it	is	selected	as	the	
final	 forecast	model	of	 restaurant	20974.	As	mentioned	
before,	ETS(A,N,A)	is	 fitted	(trained)	on	the	initial	time-
series	data	of	the	restaurant’s	lettuce	demand		(including	
both	the	training	and	the	test	set)	to	enhance	the	power	
and	 accuracy	 of	 the	 final	 forecast.	 The	 final	 forecast	 of	
lettuce	demand		for	restaurant	20974	from	06/16/2015	
to	06/29/2015	is	presented	below:	
	

					 	
	

	
	
	
	
	
	
	
	
	
	
	
	
	
	

Date Mean	 Low	at	80% High	at	80% Low	at	95% High	at	95%
16/06/15 238				 183													 292													 154													 321													
17/06/15 256				 201													 311													 172													 340													
18/06/15 248				 192													 304													 163													 334													
19/06/15 210				 153													 266													 123													 296													
20/06/15 162				 105													 220													 75															 250													
21/06/15 227				 169													 284													 138													 315													
22/06/15 243				 185													 302													 154													 333													
23/06/15 238				 179													 297													 147													 328													
24/06/15 256				 196													 316													 165													 347													
25/06/15 248				 188													 309													 156													 340													
26/06/15 210				 149													 271													 116													 303													
27/06/15 162				 101													 224													 68															 257													
28/06/15 227				 164													 289													 132													 322													
29/06/15 243				 180													 306													 147													 339													

Forecasted	Lettuce	Demand	(ounces)	16/06	-	29/06,	Restaurant	20974

Fo
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ed

	C
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fid
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	In
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al
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RMSE
ARIMA(0,0,0)(1,0,0 49.95

ETS	(A,N,A) 42.22
ARIMA(0,0,0)(1,0,0 50.55

ETS	(A,N,A) 49.71

In-sample	performance	
(training	set)
Out-of-sample	

performance	(test	set)

Accuracy	measures	ARIMA(0,0,0)(1,0,0)	-	ETS	(A,N,A)
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Restaurant:	12631,	Ridgewood,	NY	-	Exponential	Smoothing	models	
	
The	 Time-Series	 object	 of	 restaurant	 12631	 is	 created	with	 a	weekly	 frequency	 (frequency	 =	 7)	 and	 starting	 and	
ending	 day	 “05-03-2015”	 and	 “15-06-2015”	 respectively.	 The	 plot	 of	 the	 time-series	 daily	 lettuce	 demand	 of	
restaurant	12631	is	provided	below.	From	the	time	plot	it	 is	observed	that the amplitude	of	both	the	seasonal	and	
irregular	variations	 increase	with	time,	whereas	from	the	seasonal	decomposition	of	 the	time-series	 it	 is	observed	
that	overall	the	trend	component	can	be	ignored.	Therefore,	a	multiplicative	seasonal	and	level	component	seems	to	
take	place	in	the	time-series	and	will	be	needed	to	the	upcoming	forecast	model	that	will	be	created	to	fit	the	time-
series	and	make	future	predictions.		

	
Since	 the	 systematic	 component	 of	 the	demand	appears	 to	have	 a	multiplicative	 seasonal	 factor,	 the	HoltWinters(	
seasonality	=	“multiplicative”,	beta	=	False)	function	is	called	to	fit	a	model	with	an	multiplicative	level	and	seasonal	
factor	 with	 no	 trend	 at	 the	 systematic	 component.	 The	 resulted	 smoothing	 constants	 are:	 𝑎𝑙𝑝ℎ𝑎 = 0.09 , 𝑏𝑒𝑡𝑎 =
 0,𝑔𝑎𝑚𝑚𝑎 =  0.17	with	a	Root-Mean-Square-Error	of	39.94.	The	values	of	both	smoothing	parameters	(close	to	0)	
indicate	 that	 the	 estimate	 of	 the	 level	 and	 seasonal	 components	 at	 the	 current	 time	 period	 are	 based	 upon	
observations	in	the	past	and	less	weight	is	given	on	the	most	recent	observations.			

The	 ets()	 function	 resulted	 in	 a	 model	 with	 a	
multiplicative	level	and	seasonal	component,	which	
is	 in	 accordance	 with	 the	 previous	 mentioned	
observations	 of	 the	 decomposed	 time-series.	 The	
resulted	 optimal	 values	 of	 the	 smoothing	
parameters	of	the	ETS(M,N,M)	model	
are   𝑎𝑙𝑝ℎ𝑎 =  0.13 ,   𝑏𝑒𝑡𝑎 =  0,    𝑔𝑎𝑚𝑚𝑎 =   1𝑒 −
04,	 	 	 	 	 whereas	 the	 provided	 initial	 states	 for	 the	
level	 and	 the	 seasonal	 (weekly	 frequency)	
components	are	  𝑙 = 224.6 , 𝑠 = (1.03, 0.96, 0.91	
 0.99, 0.86, 1.13, 1.13).	 The	 value	 of	 the	 RMSE	 of	
the	ETS(M,N,M)	model	 is	36.4.	The	 fitted	values	of	
both	 models	 against	 the	 actual	 time-series	 are	
presented	 in	 the	 following	 plot.	 The	 ETS	 model	
(dashed	blue	line)	appears	to	be	smoother	in	terms	
of	fitting	than	the	Holt-Winters	(red	line).	
The	 above	 presented	 models	 are,	 then,	 compared	
regarding	 both	 their	 in-sample	 and	 out-of	 sample	
performance	 in	 order	 the	 model	 with	 the	 best	
forecast	 power	 to	 be	 selected	 as	 a	 final	 candidate.	
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More	specifically,	every	model	is	trained	on	the	Training	set	(first	83	days	of	time-series)	and	then	is	used	to	predict	
the	demand	for	 the	next	20	days.	The	evaluation	of	 the	predictions	 is	based	on	the	Test	set	(last	20	days	of	 initial	
time-series)	and	based	on	those	values	the	forecast	errors	of	each	model	are	computed.	In	the	following	table,	some	
measures	 of	 accuracy	 regarding	 both	 the	 in-sample	 and	 out-of-sample	 performance	 of	 the	 compared	models	 are	
presented.	

	

	
	
By	 observing	 the	 values	 of	 the	 Root-Mean-Square-Error	 (RMSE)	 of	 both	 models,	 someone	 can	 conclude	 that	 the	
ETS(M,N,M)	is	appeared	both	to	fit	the	data	and	to	predict	future	demand	significantly	better	than	the	one	created	by	
the	 HoltWinters.	 Therefore,	 the	 ETS(M,N,M)	 model	 is	 proven	 to	 have	 the	 best	 both	 in-sample	 and	 out-of-sample	
performance	and	is	selected	as	a	final	candidate	for	the	final	prediction	(will	be	compared	with	the	best	ARIMA	model	

at	a	latter	stage).	Therefore,	 it	 is	trained	once	again	
on	 the	 initial	 time	 series	 in	 order	 to	 give	 the	most	
accurate	 forecast	of	 the	needed	next	14-day	 lettuce	
demand	 of	 store	 12631.	 The	 final	 forecast	 of	 the	
lettuce	 demand	 of	 store	 12631	 based	 on	 the	
ETS(M,N,M)	 model	 is	 presented	 in	 the	 following	
graph.	
	
After	examining	that	ETS	(M,N,M)	is	the	best	model	
so	far,	it	is	then	examined	for	further	improvement.	
If	 the	 predictive	 model	 cannot	 be	 improved	 upon,	
there	 should	 be	 no	 correlations	 between	 forecast	
errors	in	the	time-series.	First,	the	forecasted	errors	
are	 examined	 for	 autocorrelations	 by	 plotting	 the	
autocorrelation	 function	 of	 the	 ETS’	 residuals,	 as	
presented	in	the	following	graph.	From	the	ACF	plot,	
someone	 can	 conclude	 that	 there	 is	 no	 serial	
autocorrelation	 between	 at	 lags	 1-20,	 since	 all	 lags	
are	between	the	significant	bounds.	

ME RMSE MAE MAPE MASE
HoltWinters 3.88 39.37 30.19 11.5 0.71
ETS	(M,N,M) 4.02 34.72 25.98 9.96 0.61
HoltWinters 8.67 44.98 39.13 13.82 0.92
ETS	(M,N,M) 6.71 44.13 37.18 13.16 0.88

Accuracy	measures	HoltWintes	(mutiplicative)	-	ETS	(M,N,M)

In-sample	performance	
(training	set)
Out-of-sample	

performance	(test	set)
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Further	evidence	can	be	given	by	performing	a	Ljung-Box			
test	to	test	the	existence	of	autocorrelation	at	lags	1-20	by	
examining	the	null	hypothesis	of	independence	time-series,	
as	following:	

Ljung-Box	Test	
X-Square	 DF	 p-Value	
18.7	 20	 0.54	

	
From	 above	 presented	 results,	 the	 Ljung-Box	 test	 statistic	
and	 the	 p-value	 have	 values	 of	 18.7	 and	 0.54	 respectively.	
Therefore,	there	is	no	evidence	of	non-zero	autocorrelations	
in	the	in-sample	forecast	errors	at	lags	1-20.	In	other	words,	
we	accept	 the	null	hypothesis	of	 independently	distributed	
forecast	errors.	In	addition,	the	forecast	errors	are	tested	on	
whether	they	are	normally	distributed	with	a	zero	mean	and	
a	constant	variable.	The	forecast	errors’	constant	variance	is	
tested	 by	 a	 time	 plot	 of	 the	 in-sample	 forecast	 errors,	
whereas	 their	 normal	 distribution	 with	 zero	 mean	 by	 a	
histogram	 plot	 of	 the	 forecast	 errors,	 with	 an	 overlaid	
normal	 curve	 that	 has	 mean	 zero	 and	 the	 same	 standard		

deviation	as	the	distribution	of	forecast	errors.	

	
From	 the	 above	 graphs	 it	 appears	 that	 the	 forecast	 errors	 have	 constant	 variance	 over	 time	 and	 are	 normally	
distributed	with	mean	 zero	 (although	 the	 distribution	 seems	 to	 be	 slightly	 right	 skewed).	 Therefore,	 ETS	 (M,N,M)	
exponential	smoothing	provides	an	adequate	predictive	model	of	the	lettuce	demand	of	store	12631	with	no	possible	
further	improvement.	
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Restaurant:	12631,	Ridgewood,	NY	–	ARIMA	models:		
	
The	Time-Series	object	of	restaurant	12631	was	proved	to	have	a	multiplicative	seasonal	component.	Therefore,	 in	
order	to	create	an	ARIMA	model	the	logarithm	form	of	the	time	series	is	generated	so	that	the	multiplicative	factors	
can	be	transformed	into	additive	ones.	From	the	time	plot	of	the	logarithm	form	of	the	time-series	of	daily	lettuce	of	
restaurant	12631	provided	below,	it	can	be	observed	that	the	time-series	is	not	stationary	in	mean	and	variance.	By	
performing	 the	 Osborn-Chui-Smith-Birchenhall	 test	 the	 with	 null	 hypothesis	 that	 a	 seasonal	 unit	 root	 exists	 (by	
making	use	of	the	nsdiffs()	function	),	it	is	computed	that	the	first	order	difference	of	the	time-series	is	needed	so	that	
the	logarithm	form	of	the	time-series	will	be	stationary	in	terms	of	both	trend	and	seasonality.		

	
The	 differenced	 time-series	 appears	 to	 be	 stationary	 in	mean	 and	 variance	 as	 its	 level	 and	 variance	 appear	 to	 be	
roughly	 constant	 over	 time.	 By	 performing	 the	 Kwiatkowski-Phillips-Schmidt-Shin	 (KPSS)	 and	 Augmented	Dickey-
Fuller	 (ADF)	 tests,	 the	differenced	 time-series	was	proved	 to	be	 stationary	 in	 terms	of	 both	 trend	and	 seasonality.	
Therefore,	appropriate	ARIMA	models	will	be	of	possible	form	of	ARIMA(p,1,q)(P,0,Q)[7].	The	possible	values	of	the	
order	of	the	seasonal	and	non-seasonal	Moving	Average	(MA)	and	Autoregressive	(AR)	components	are	observed	by	
the	ACF	and	PACF	plots	that	are	provided	below:		

	
At	the	Autocorrelation	function	plot	a	significant	spike	appears	at	lag	2	and	therefore	a	non-seasonal	MA	component	
seem	to	be	appropriate	(𝑞 ≤ 1).	In	addition,	the	PACF	does	not	decay	exponentially	(rather	sinusoidal)	and	therefore	
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	a	 non-seasonal	 AR	 part	may	 not	 have	 to	 take	 place	 on	 the	model,	𝑝 = 0.	Moreover,	 the	 ACF	 appears	 a	 sinusoidal	
vanish,	and	thereby	a	seasonal	AR	part	can	be	selected	with	an	order	of	𝑃 ≤ 1.	Since	5	spikes	appear	in	the	PACF	(at	
lag	1,2,5,6	and	13),	the	order	of	the	seasonal	MA	component	can	be	selected	as	𝑄 ≤ 4	(one	out	of	20	lags	out	of	bound	
by	 chance	only).	By	observing	 the	ACF	and	PACF	plots	 as	well	 as	 taking	 into	account	 the	principle	of	 “parsimony”,	

appropriate	ARIMA	models	that	will	be	tested	on	a	latter	
time	 is	 the	 ARIMA(0,1,1)(0,0,3)[7]	 and	
ARIMA(0,1,1)(1,0,2)[7].		
Then,	the	automated	function	of	auto.arima(lambda	=	0)	
by	 taking	 the	 natural	 logarithm	of	 the	 time-series	with	
the	 Bayesian	 Information	 Criterion	 for	model	 selection	
is	used,	and	the	best	possible	ARIMA	model	 in	terms	of	
in-sample	performance	that	was	generated	is	the	ARIMA	
(0,1,1)(0,0,2)[7].	 	 The	 fitted	 values	 of	 all	 three	 models	
against	 the	 actual	 time-series	 are	 presented	 in	 the	
following	 plot.	 Following	 the	 same	 Training-Test	 Set	
approach	 introduced	 in	 the	 computations	 of	 the	
Exponential	 Smoothing	models,	 the	 in-sample	 and	 out-
of-sample	 performance	 of	 the	 above	 ARIMA	 models	 is	
compared.	More	 specifically,	 every	model	 is	 trained	 on	
the	 Training	 set	 (first	 83	 days	 of	 time-series)	 then	
predicts	 the	 demand	 for	 the	 next	 20	 days.	 The	
evaluation	 of	 the	 predictions	 is	 based	 on	 the	 Test	 set	
(last	 20	 days	 of	 initial	 time-series)	 and	 based	 on	 those	
values	the	forecast	errors	of	each	model	are	computed.		
At	 this	 point	 it	 is	mentioned	 that	 the	Arima(lambda=0)	
function	 fits	 and	 forecasts	 the	 initial	 time-series	 in	 the	
natural	 logarithm	 form	 and	 then	 returns	 the	 unlogged	
forecasted	 values	 based	 on	 the	 following	 equation:	
𝑑𝑒𝑚𝑎𝑛𝑑 = 𝑒!"# !"#$%! .	 However,	 the	 logarithmic	
predictions	and	their	corresponding	transformations	in	
level	 forms	 are	 biased	 since	 they	need	 to	 be	 scaled	up	
by	 the	 expected	 value	 of	 the	 forecast	 error.	 Therefore,	
all	 forecasts	 are	 corrected	 by	 the	 estimation	 of	 the	
variance	 of	 the	 error	 term	 (the	 forecast	 error	 are	
proven	to	be	normally	distributed	on	a	latter	stage):	

𝒅𝒆𝒎𝒂𝒏𝒅 = 𝒆𝒍𝒐𝒈 𝒅𝒆𝒎𝒂𝒏𝒅 ∗ 𝒆𝝈𝟐/𝟐.	
In	 the	 following	 table,	 some	 measures	 of	 accuracy,	
regarding	 both	 the	 in-sample	 and	 out-of-sample	
performance	of	the	compared	models,	are	presented	in	
the	following	table.		

	
By	 observing	 the	 values	 of	 the	 Root-Mean-Square-Error	
(RMSE)	 of	 all	 models,	 someone	 can	 conclude	 that	 the	
ARIMA	(0,1,1)(1,0,2)[7]	has	the	best	in-sample	and	out-of-
sample	performance.	In	addition,	in	terms	of	the	principle	
of	 “parsimony”	 in	ARIMA	models,	 the	 Schwarz'	 Bayesian	 Information	Criterion	 of	 this	model	 is	 the	 lowest	 as	well,	
(𝐵𝐼𝐶 = −74.6).	Therefore,	the	ARIMA	(0,1,1)(1,0,2)[7]	model	 is	selected	as	a	final	candidate	for	the	final	prediction	
(will	be	compared	with	the	best	previous	computed	Exponential	Smoothing	model	at	a	 latter	stage).	Therefore,	 it	 is	
trained	once	 again	on	 the	 initial	 time	 series	 in	order	 to	 give	 the	most	 accurate	 forecast	 of	 the	needed	next	14-day	
lettuce	 demand	 of	 store	 12631.	 The	 final	 forecast	 of	 the	 lettuce	 demand	 of	 store	 12631	 based	 on	 the	 ARIMA	
0,1,1)(1,0,2)[7]	model	is	presented	in	the	above	graph.			
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The	selected	ARIMA(0,1,1)(1,0,2)[7]	model	 is	then	verified	by	a	residual	analysis.	More	specifically,	there	should	be	
no	 correlations	 between	 forecast	 errors	 in	 the	 time-series.	 First,	 the	 forecasted	 errors	 are	 examined	 for	
autocorrelations	by	plotting	the	autocorrelation	function	of	the	model’s	residuals,	as	presented	in	the	following	graph.	
From	the	ACF	plot,	someone	can	conclude	that	there	is	no	serial	autocorrelation	between	lags	1-20.	
Further	evidence	can	be	given	by	performing	a	Ljung-Box	test	to	test	the	existence	of	autocorrelation	at	lags	1-20	by	
examining	the	null	hypothesis	of	independence	time-
series,	as	following:	
	

Ljung-Box	Test	
X-Square	 DF	 p-Value	
16.73	 20	 0.6702	

	
From	 above	 presented	 results,	 the	 Ljung-Box	 test	
statistic	 and	 the	 p-value	 have	 values	 of	 16.73	 and	
0.6702	respectively.	Therefore,	there	is	no	evidence	of	
non-zero	 autocorrelations	 in	 the	 in-sample	 forecast	
errors	at	lags	1-20.	In	other	words,	the	null	hypothesis	
of	 independently	 distributed	 forecast	 errors	 is	
accepted.	In	addition,	the	forecast	errors	are	tested	on	
whether	 they	 are	 normally	 distributed	 with	 a	 zero	
mean	 and	 a	 constant	 variable.	 	 From	 the	 following	
graphs	 it	 appears	 that	 the	 forecast	 errors	 have	
constant	 variance	 over	 time	 and	 are	 normally	
distributed	with	mean	zero.			
Therefore,	ARIMA(0,1,1)(1,0,2)[7]	provides	an	adequate	predictive	model	of	the	lettuce	demand	of	store	12631.	
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Restaurant:	12631,	Ridgewood,	NY	–	Final	Forecast	
	
The	 final	 candidate	 models	 with	 the	 best	 in-sample	
and	out-of-sample	performance	 to	predict	 the	 lettuce	
demand	 of	 restaurant	 12631	 are	 the	 ARIMA	
(0,1,1)(1,0,2)[7]	 and	 the	 ETS	 (M,N,M)	 exponential	
smoothing.	 The	 performance	 of	 	 	 both	 models	 is	
summarized	in	the	table	below:			
	

							 	
	
Since	 ETS	 (M,N,M)	 appears	 to	 fit	 the	 data	 better	 and	
has	 a	 stronger	 forecast	power	based	on	 its	 in-sample	
and	 out-of-sample	 performance,	 respectively,	 it	 is	
selected	 as	 the	 final	 forecast	 model	 of	 restaurant	
12631.	 As	 mentioned	 before,	 ETS	 (M,N,M)	 is	 fitted	
(trained)	 on	 the	 initial	 time-series	 data	 of	 the	
restaurant’s	 lettuce	 demand	 	 (including	 both	 the	
training	and	the	test	set)	to	enhance	the	power	and	accuracy	of	the	final	forecast.	The	final	forecast	of	lettuce	demand	
for	restaurant	12631	from	06/16/2015	to	06/29/2015	is	presented	below:	
	

																																																	 	
	

	
	
	
	
	
	
	
	
	
	
	
	
	
	

RMSE
ARIMA(0,1,1)(1,0,2) 37.2

ETS	(M,N,M) 34.72
ARIMA(0,1,1)(1,0,2) 45.09

ETS	(M,N,M) 44.13
Out-of-sample	

performance	(test	set)

Accuracy	measures	ARIMA(0,1,1)(1,0,2)	-	ETS	(M,N,M)

In-sample	performance	
(training	set)

Date Mean	 Low	at	80% High	at	80% Low	at	95% High	at	95%
16/06/15 259				 213													 306													 189													 330													
17/06/15 277				 227													 327													 201													 353													
18/06/15 304				 249													 359													 220													 389													
19/06/15 305				 249													 360													 219													 390													
20/06/15 232				 190													 275													 167													 298													
21/06/15 266				 217													 315													 190													 341													
22/06/15 247				 201													 293													 176													 317													
23/06/15 259				 210													 308													 185													 334													
24/06/15 277				 224													 329													 196													 357													
25/06/15 304				 246													 362													 215													 393													
26/06/15 305				 246													 363													 215													 394													
27/06/15 232				 187													 277													 164													 301													
28/06/15 266				 214													 318													 187													 345													
29/06/15 247				 198													 295													 173													 321													

Forecasted	Lettuce	Demand	(ounces)	16/06	-	29/06,	Restaurant	12631
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Restaurant:	46673,	Berkeley,	CA	-	Exponential	Smoothing	models	
	
The	 Time-Series	 object	 of	 restaurant	 46673	 is	 created	with	 a	weekly	 frequency	 (frequency	 =	 7)	 and	 starting	 and	
ending	 day	 “05-03-2015”	 and	 “15-06-2015”	 respectively.	 The	 plot	 of	 the	 time-series	 daily	 lettuce	 demand	 of	
restaurant	 46673	 is	 provided	 below.	 From	 the	 seasonal	 decomposition	 of	 the	 time-series	 it	 is	 observed	 that	 the	
trend	component	can	be	ignored,	since	no	specific	significant	linear	trend	can	be	observed.	In	addition,	an	additive	
seasonal	component	seems	to	take	place	in	the	time-series	and	will	be	needed	to	the	upcoming	forecast	model	that	
will	be	created	to	fit	the	time-series	and	make	future	predictions.		

	
Since	the	systematic	component	of	the	demand	appears	to	have	only	a	level	and	a	seasonal	factor,	the	HoltWinters()	
function	is	called	to	fit	a	model	with	an	additive	level	and	seasonal	factor	with	no	trend	at	the	systematic	component.	
The	resulted	smoothing	constants	are:	𝑎𝑙𝑝ℎ𝑎 = 0.04 , 𝑏𝑒𝑡𝑎 =  0,𝑔𝑎𝑚𝑚𝑎 =  0.28	with	a	Root-Mean-Square-Error	of	
28.97.	 The	 values	 of	 both	 smoothing	 parameters	 (close	 to	 0)	 indicate	 that	 the	 estimate	 of	 the	 level	 and	 seasonal	
components	at	the	current	time	period	are	based	upon	observations	in	the	past	and	less	weight	is	given	on	the	most	
recent	observations.			
The	ets()	 function	resulted	in	a	model	with	an	additive	level	and	seasonal	component,	which	is	 in	accordance	with	

the	 previous	 mentioned	 observations	 of	 the	
decomposed	time-series.	The	resulted	optimal	values	of	
the	 smoothing	 parameters	 of	 the	 ETS(A,N,A)	 model	
are   𝑎𝑙𝑝ℎ𝑎 =  0.085 ,   𝑏𝑒𝑡𝑎 =  0,    𝑔𝑎𝑚𝑚𝑎 =   1𝑒 − 04,					
whereas	the	provided	initial	states	for	the	level	and	the	
seasonal	 (weekly	 frequency)	 components	 are	     𝑙 =
150.58 , 𝑠 = (27.22, 15.02, 30.36, 23.57,−69.25,−45.24  	
18.32).	The	value	of	the	RMSE	of	the	ETS(A,N,A)	model	
is	 25.51.	 The	 fitted	 values	 of	 both	 models	 against	 the	
actual	 time-series	 are	 presented	 in	 the	 following	 plot.	
The	 ETS	 model	 (dashed	 blue	 line)	 appears	 to	 be	
smoother	 in	 terms	of	 fitting	than	the	Holt-Winters	(red	
line).	
The	 above	 presented	 models	 are,	 then,	 compared	
regarding	 both	 their	 in-sample	 and	 out-of	 sample	
performance	 in	 order	 the	model	with	 the	best	 forecast	
power	 to	 be	 selected	 as	 a	 final	 candidate.	 More	
specifically,	 every	model	 is	 trained	 on	 the	 Training	 set	
(first	83	days	of	time-series)	and	then	is	used	to	predict	
the	demand	for	 the	next	20	days.	The	evaluation	of	 the	
predictions	 is	 based	 on	 the	 Test	 set	 (last	 20	 days	 of	
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initial	time-series)	and	based	on	those	values	the	forecast	errors	of	each	model	are	computed.	In	the	following	table,	
some	measures	of	accuracy	regarding	both	the	 in-sample	and	out-of-sample	performance	of	 the	compared	models	
are	presented.	

	

	
	
By	 observing	 the	 values	 of	 the	 Root-Mean-Square-Error	 (RMSE)	 of	 both	 models,	 someone	 can	 conclude	 that	 the	
ETS(M,N,M)	is	appeared	both	to	fit	the	data	and	to	predict	future	demand	significantly	better	than	the	one	created	by	
the	 HoltWinters.	 Therefore,	 the	 ETS(A,N,A)	 model	 is	 proven	 to	 have	 the	 best	 both	 in-sample	 and	 out-of-sample	

performance	and	is	selected	as	a	final	candidate	for	
the	final	prediction	(will	be	compared	with	the	best	
ARIMA	 model	 at	 a	 latter	 stage).	 Therefore,	 it	 is	
trained	once	again	on	the	initial	time	series	in	order	
to	give	the	most	accurate	forecast	of	the	needed	next	
14-day	 lettuce	 demand	 of	 store	 46673.	 The	 final	
forecast	of	the	lettuce	demand	of	store	46673	based	
on	 the	 ETS(A,N,A)	 model	 is	 presented	 in	 the	
following	graph.	
After	 examining	 that	ETS	 (A,N,A)	 is	 the	best	model	
so	far,	it	is	then	examined	for	further	improvement.	
If	 the	 predictive	 model	 cannot	 be	 improved	 upon,	
there	 should	 be	 no	 correlations	 between	 forecast	
errors	in	the	time-series.	First,	the	forecasted	errors	
are	 examined	 for	 autocorrelations	 by	 plotting	 the	
autocorrelation	 function	 of	 the	 ETS’	 residuals,	 as	
presented	in	the	following	graph.	From	the	ACF	plot,	
someone	 can	 conclude	 that	 there	 is	 no	 serial	
autocorrelation	between	lags	1-20,	since	all	lags	are	
between	the	significant	bounds.		

ME RMSE MAE MAPE MASE
HoltWinters -1.22 26.82 20.6 15.49 0.49
ETS	(A,N,A) -1.51 23.22 18.6 17.9 0.44
HoltWinters 20.09 43.65 32.51 21.56 0.76
ETS	(A,N,A) 18.26 36.58 26.7 17.9 0.63

In-sample	performance	
(training	set)
Out-of-sample	

performance	(test	set)

Accuracy	measures	HoltWintes	-	ETS	(A,N,A)
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	The	 autocorrelation	 at	 lag	 12	 that	 seems	 to	 overpass	 the	
significant	 bounds,	 can	 be	 attributed	 to	 randomness,	 since	
one	 in	20	of	 the	autocorrelations	for	the	first	 twenty	 lags	 is	
expected	to	exceed	the	95%	significance	bounds	by	chance.	
Further	 evidence	 can	 be	 given	 by	 performing	 a	 Ljung-Box			
test	 to	 test	 the	 existence	 of	 autocorrelation	 at	 lags	 1-20	 by	
examining	 the	null	 hypothesis	of	 independence	 time-series,	
as	following:	

Ljung-Box	Test	
X-Square	 DF	 p-Value	
22.03	 20	 0.34	

	
From	 above	 presented	 results,	 the	 Ljung-Box	 test	 statistic	
and	 the	 p-value	 have	 values	 of	 22.03	 and	 0.34respectively.	
Therefore,	there	is	no	evidence	of	non-zero	autocorrelations	
in	the	in-sample	forecast	errors	at	lags	1-20.	In	other	words,	
we	 accept	 the	 null	 hypothesis	 of	 independently	 distributed	
forecast	errors.	In	addition,	the	forecast	errors	are	tested	on	
whether	they	are	normally	distributed	with	a	zero	mean	and	
a	constant	variable.	The	forecast	errors’	constant	variance	is	

tested	 by	 a	 time	 plot	 of	 the	 in-sample	 forecast	 errors,	 whereas	 their	 normal	 distribution	 with	 zero	 mean	 by	 a	
histogram	 plot	 of	 the	 forecast	 errors,	 with	 an	 overlaid	 normal	 curve	 that	 has	 mean	 zero	 and	 the	 same	 standard		
deviation	as	the	distribution	of	forecast	errors.	

	
From	the	above	graphs	 it	appears	 that	 the	 forecast	errors	have	approximately	constant	variance	over	 time	and	are	
normally	distributed	with	mean	zero.	Therefore,	ETS	(A,N,A)	exponential	smoothing	provides	an	adequate	predictive	
model	of	the	lettuce	demand	of	store	46673.		
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Restaurant:	46673,	Berkeley,	CA	–	ARIMA	models:		
The	 Time-Series	 object	 of	 restaurant	 46673	was	 proved	
to	have	an	additive	seasonal	component.	From	the	plot	of	
the	 time-series	 of	 daily	 lettuce	 of	 restaurant	 20974	
provided	 below,	 it	 can	 be	 observed	 that	 the	 time-series	
appears	 to	 be	 trend	 stationary	 in	mean	 and	 variance,	 as	
its	level	and	variance	appear	to	be	roughly	constant	over	
time.	 By	 performing	 the	 Kwiatkowski-Phillips-Schmidt-
Shin	(KPSS)	and	Augmented	Dickey-Fuller	(ADF)	tests	the	
time-series	were	proved	to	be	stationary	in	terms	of	both	
trend	 and	 seasonality.	 Therefore,	 appropriate	 ARIMA	
models	will	be	of	possible	form	of	ARIMA(p,0,q)(P,0,Q)[7].	
The	possible	values	of	the	order	of	the	seasonal	and	non-
seasonal	Moving	 Average	 (MA)	 and	 Autoregressive	 (AR)	
components	are	observed	by	the	ACF	and	PACF	plots	that	
are	provided	below:		
	
	
	
	
	

	
The	Autocorrelation	 function	does	not	vanish	after	a	specific	 lag	and	therefore	a	non-seasonal	MA	component	does	
not	seem	to	be	appropriate,	𝑞 = 0.	 In	addition,	the	ACF	does	not	decay	exponentially	(rather	sinusoidal),	and	thus	a	
non-seasonal	AR	part	with	 an	order	of	𝑝 ≤ 1	may	be	needed.	 Since	PACF	appears	 a	 sinusoidal	decay	 and	vanishes	
after	 lag	7	(1	out	of	20	lags	are	appeared	by	chance),	a	seasonal	AR	part	 is	selected	with	an	order	of	𝑃 ≤ 5.	Finally,	
since	 no	 spikes	 appear	 at	 the	 ACF	 (apart	 from	 the	 significant	 lag	 1),	 the	 order	 of	 the	 seasonal	 MA	 component	 is	
selected	as	𝑄 ≤ 1.	By	observing	the	ACF	and	PACF	plots	an	appropriate	ARIMA	model	that	will	be	tested	on	a	latter	
time	is	the	ARIMA(1,0,0)(3,0,0)[7],	.	
Then,	the	automated	function	of	auto.arima()	with	the	Bayesian	Information	Criterion	for	model	selection	is	used,	and	
the	best	possible	ARIMA	models	in	terms	of	in-sample	performance	that	are	generated	are	the	ARIMA (1,0,0)	(2,0,0)	
[7]	and	the	ARIMA(1,0,0)	(2,0,1)	[7].		The	fitted	values	of	all	three	models	against	the	actual	time-series	are	presented	
in	the	following	plot.	
Following	the	same	Training-Test	Set	approach	introduced	in	the	computations	of	the	Exponential	Smoothing	models,	
the	 in-sample	 and	 out-of-sample	 performance	 of	 the	 above	 ARIMA	 models	 is	 compared.	 More	 specifically,	 every	
model	is	trained	on	the	Training	set	(first	83	days	of	time-series)	then	predicts	the	demand	for	the	next	20	days.	
The	 evaluation	 of	 the	 predictions	 is	 based	 on	 the	 Test	 set	 (last	 20	 days	 of	 initial	 time-series)	 and	 based	 on	 those	
values	the	forecast	errors	of	each	model	are	computed.	In	the	following	table,	some	measures	of	accuracy,	regarding	
both	the	in-sample	and	out-of-sample	performance	of	the	compared	models,	are	presented	in	the	following	table.	
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By	 observing	 the	 values	 of	 the	 Root-Mean-Square-Error	
(RMSE)	 of	 all	 models,	 someone	 can	 conclude	 that	 the	
ARIMA	 (1,0,0)(2,0,0)	 is	 appeared	 to	 fit	 the	 data	 better,	
whereas	 ARIMA(1,0,0)	 (2,0,1)	 [7]	 is	 appeared	 to	 have	 a	
better	 forecast	 power.	 Therefore,	 since	 the	 difference	 of	
the	accuracy	measures	of	the	out-of-sample	performance	
of	the	previous	ARIMAs	is	significant	(≅ 10%),	the	ARIMA	
(1,0,0)(2,0,1)	[7]	model	is	selected	as	a	final	candidate	for	
the	 final	 prediction	 (will	 be	 compared	 with	 the	 best	
previous	 computed	 Exponential	 Smoothing	 model	 at	 a	
latter	 stage).	 Therefore,	 it	 is	 trained	 once	 again	 on	 the	
initial	 time	 series	 in	 order	 to	 give	 the	 most	 accurate	
forecast.	The	final	forecast	of	the	lettuce	demand	of	store	
46673	 based	 on	 the	 ARIMA	 (1,0,0)(2,0,1)	 [7]	 model	 is	

presented	in	the	following	graph.		

	
The	 selected	ARIMA	 (1,0,0)(2,0,1)	 [7]	model	 is	 then	 verified	 by	 a	 residual	 analysis	 for	 further	 improvement.	More	
specifically,	there	should	be	no	correlations	between	forecast	errors	in	the	time-series.	First,	the	forecasted	errors	are	
examined	for	autocorrelations	by	plotting	the	autocorrelation	function	of	 the	model’s	residuals,	as	presented	 in	the	
above	graph.	From	the	ACF	plot,	someone	can	conclude	that	there	is	no	serial	autocorrelation	between	lags,	since	the	
lag	7	that	appear	to	almost	exist	the	significant	bounds	can	be	explained	by	randomness	(one	out	of	20	first	lags	can	
exceed	the	bounds	by	chance	only).		
	
Further	evidence	can	be	given	by	performing	a	Ljung-Box	test	to	test	the	existence	of	autocorrelation	at	lags	1-20	by	
examining	the	null	hypothesis	of	independence	time-series,	as	following:	

ME RMSE
ARIMA(1,0,0)(2,0,0) -0.06 25.56
ARIMA(1,0,0)(2,0,1) -0.4 25.72
ARIMA(1,0,0)(3,0,0) -0.25 25.64
ARIMA(1,0,0)(2,0,0) 14.19 40.83
ARIMA(1,0,0)(2,0,1) 10.3 36.68
ARIMA(1,0,0)(3,0,0) 12.26 38.01

Accuracy	measures	Arima	models

In-sample	
performance	
(training	set)

Out-of-sample	
performance	
(test	set)
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Since	 the	 Ljung-Box	 test	 statistic	 and	 the	 p-value	 have	 values	 of	
17.58	 and	 0.	 6151	 respectively,	 there	 is	 no	 evidence	 of	 non-zero	
autocorrelations	 in	 the	 in-sample	 forecast	 errors	 at	 lags	 1-20.	 In	
other	 words,	 we	 accept	 the	 null	 hypothesis	 of	 independently	

distributed	forecast	errors.	In	addition,	the	forecast	errors	are	tested	on	whether	they	are	normally	distributed	with	a	
zero	mean	and	a	 constant	variable.	The	 forecast	errors’	 constant	variance	 is	 tested	by	a	 time	plot	of	 the	 in-sample	
forecast	errors,	whereas	their	normal	distribution	with	zero	mean	by	a	histogram	plot	of	the	forecast	errors,	with	an	
overlaid	normal	curve	that	has	mean	zero	and	the	same	standard	deviation	as	the	distribution	of	forecast	errors.	

	
From	 the	 above	 graphs	 it	 appears	 that	 the	 forecast	 errors	 have	 constant	 variance	 over	 time	 and	 are	 normally	
distributed	with	mean	zero.	Therefore,	ARIMA	(1,0,0)(2,0,1)	[7]	provides	an	adequate	predictive	model	of	the	lettuce	
demand	of	store	46673.	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	
	

Ljung-Box	Test	
X-Square	 DF	 p-Value	
17.58	 20	 0.6151	
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Restaurant:	46673,	Berkeley,	CA	–	Final	Forecast	
	
The	 final	 candidate	 models	 with	 the	 best	 in-sample	
and	out-of-sample	performance	 to	predict	 the	 lettuce	
demand	 of	 restaurant	 46673	 are	 the	 ARIMA	
(1,0,0)(2,0,1)[7]	 and	 the	 ETS	 (A,N,A)	 exponential	
smoothing.	 The	 performance	 of	 	 	 both	 models	 is	
summarized	in	the	table	below:		
	

						 	
	
Since,	 both	models	 appear	 to	 have	 the	 same	 forecast	
power	and	ETS(A,N,A)	appears	 to	 fit	 the	data	 slightly	
better,	 ETS(A,N,A)	 is	 selected	 as	 the	 final	 forecast	
model	 of	 restaurant	 46673.	 As	 mentioned	 before,	
ETS(A,N,A)	is	fitted	(trained)	on	the	initial	time-series	
data	 of	 the	 restaurant’s	 lettuce	 demand	 	 (including	
both	 the	 training	 and	 the	 test	 set)	 to	 enhance	 the	
power	and	accuracy	of	the	final	forecast.	The	final	forecast	of	lettuce	demand	for	restaurant	46673	from	06/16/2015	
to	06/29/2015	is	presented	below:	
	

												 	
	

RMSE
	ARIMA(1,0,0)(2,0,1) 25.72

ETS	(A,N,A) 23.22
	ARIMA(1,0,0)(2,0,1) 36.68

ETS	(A,N,A) 36.58

Accuracy	measures	ARIMA(1,0,0)(2,0,1)	-	ETS	(A,N,A)

In-sample	performance	
(training	set)
Out-of-sample	

performance	(test	set)

Date Mean	 Low	at	80% High	at	80% Low	at	95% High	at	95%
16/06/15 163				 130													 195													 113													 213													
17/06/15 175				 142													 208													 125													 225													
18/06/15 166				 133													 199													 116													 216													
19/06/15 102				 69															 135													 52															 153													
20/06/15 78						 45															 112													 28															 129													
21/06/15 171				 138													 205													 120													 222													
22/06/15 178				 145													 211													 127													 229													
23/06/15 163				 129													 196													 111													 214													
24/06/15 175				 141													 209													 123													 226													
25/06/15 166				 132													 200													 114													 218													
26/06/15 102				 69															 136													 51															 154													
27/06/15 78						 44															 112													 27															 130													
28/06/15 171				 137													 205													 119													 223													
29/06/15 178				 144													 212													 126													 230													

Forecasted	Lettuce	Demand	(ounces)	16/06	-	29/06,	Restaurant	46673
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